
  

 

 

 

Economic Analysis of 
Demand Using Data from 
the Global Adult Tobacco 

Survey (GATS) 

 

 

 

World Health Organization 

ECONOMICS OF TOBACCO TOOLKIT 



 

 

 

 

 

 

WHO Library Cataloguing-in-Publication Data 
 
Economics of tobacco toolkit: economic analysis of demand using data from the 
Global Adult Tobacco Survey (GATS). 
 
1.Smoking - epidemiology. 2.Smoking - economics. 3.Smoking cessation - statistics 
and numerical data. 4.Tobacco use disorder - epidemiology. 5.Population surveillance. 
6.Tobacco - economics. 7.Data collection. 8.Developing countries. I.World Health 
Organization. II.WHO Tobacco Free Initiative. 
 
ISBN 978 92 4 150016 6   (NLM classification: WM 290) 
 
© World Health Organization 2010 
All rights reserved. Publications of the World Health Organization can be obtained 
from WHO Press, World Health Organization, 20 Avenue Appia, 1211 Geneva 27, 
Switzerland (tel.: +41 22 791 3264; fax: +41 22 791 4857; e-mail: 
bookorders@who.int). Requests for permission to reproduce or translate WHO 
publications – whether for sale or for noncommercial distribution – should be 
addressed to WHO Press, at the above address (fax: +41 22 791 4806; e-mail: 
permissions@who.int).  
The designations employed and the presentation of the material in this publication do 
not imply the expression of any opinion whatsoever on the part of the World Health 
Organization concerning the legal status of any country, territory, city or area or of its 
authorities, or concerning the delimitation of its frontiers or boundaries. Dotted lines 
on maps represent approximate border lines for which there may not yet be full 
agreement. 
 
The mention of specific companies or of certain manufacturers’ products does not 
imply that they are endorsed or recommended by the World Health Organization in 
preference to others of a similar nature that are not mentioned. Errors and omissions 
excepted, the names of proprietary products are distinguished by initial capital letters. 
 
All reasonable precautions have been taken by the World Health Organization to verify 
the information contained in this publication.  However, the published material is 
being distributed without warranty of any kind, either expressed or implied.  The 
responsibility for the interpretation and use of the material lies with the reader.  In no 
event shall the World Health Organization be liable for damages arising from its use.  



Economics of Tobacco Toolkit 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

 
 
 
 
 
USERS :  PLEASE PROVIDE FEEDBACK AND COMMENTS TO 
 
Ayda Yurekli (yureklia@who.int) 
Anne-Marie Perucic (perucica@who.int) 
 

Tobacco Free Initiative 

World Health Organization 

20 Avenue Appia 

1211 Geneva 27 

Switzerland 

Fax. +41 22 791 4832



Economics of Tobacco Toolkit 

 

 2 

Acknowledgement 
 
Work conducted for WHO by John A. Tauras* and Rich M. Peck* with input from 
Frank Chaloupka*, Jeremy Morton**, Krishna Palipudi** and Ayda Yurekli***. 
 
*University of Illinois at Chicago, Department of Economics and Health Policy 
Center 
**National Center for Chronic Disease Prevention and Health Promotion, Office of 
Noncommunicable Diseases, Injury and Environmental Health, Centers for 
Disease Control and Prevention 
*** Tobacco Free Initiative, World Health Organization 



Economics of Tobacco Toolkit 

 

 3 

Contents 

I. Introduction 5 

II. GATS Overview 6 

III. Basic Economic Statistics 8 

Introduction ..........................................................................................................8 
Basic Demographic and Economic Variables.......................................................9 
Stratification of Price and Quantity by Age, Gender, Education and Employment 
Status ..................................................................................................................10 

A. Age ..................................................................................................10 
B. Education .........................................................................................11 
C. Regions: Urban and Rural................................................................12 
D. Employment Status..........................................................................12 

Identification of Premium, Discount and Deep Discount Cigarettes ..................13 
Stratification of Brand Type by Socioeconomic Categories...............................15 

Where Are Cigarettes Purchased ? .......................................................17 
How Cigarettes are Purchased ............................................................................20 
Weekly and Annual Expenditures ......................................................................22 
Wealth Indices ....................................................................................................24 

Cross Tabulations with Wealth ............................................................27 
Affordability .......................................................................................................27 
Smuggling and Tax Evasion ...............................................................................28 

IV. Multivariate Analysis Using GATS Data 30 

Introduction ........................................................................................................30 
Brief Literature Review ......................................................................................30 
Specification of Demand Equations using GATS Data ......................................33 
Key Variables in the GATS Data .......................................................................34 

A. Consumption (Dependent Variables) ..............................................34 
B. Independent Variables .....................................................................34 
C. Country-Specific Optional Questions In GATS ..............................41 
D. Merged Variables ............................................................................42 

Two Part Model ..................................................................................................43 
A. Part One: Individual’s Decision to Smoke ......................................43 
B. Part Two: Amount Smoked by Smokers .........................................45 
C. Total Price Elasticity of Demand.....................................................47 
D. Heteroscedasticity and the Potential for Bias in Elasticity 
Calculations..........................................................................................48 
E. Pooling Data From Multiple Countries in a Region.........................49 
F. Estimating Separate Regression on Subpopulations ........................50 
G. Survey Design .................................................................................50 

Diagnostic Tests and Model Specification .........................................................50 
A. Testing for Endogeneity - Hausman’s Test .....................................50 
B. Finding Instrumental Variables .......................................................51 
C. Two-Stage Least Squares Estimation ..............................................52 
D. Multicollinearity ..............................................................................54 
E. Detecting Multicollinearity ..............................................................54 
F. Goodness of Fit - Ordinary Least Squares .......................................55 
G. Goodness of Fit - Probit/Logit.........................................................57 
H. Functional Form ..............................................................................57 
I. Heteroscedasticity .............................................................................58 

Policy Implication of Results..............................................................................59 
How to Present Results to a Non-Expert Audience ............................................60 
Examples of STATA and SAS Code..................................................................61 

A. Making GATS data readable by Stata and SAS ..............................61 



Economics of Tobacco Toolkit 

 

 4 

B. Estimation of Probit and Logit Models in Stata and SAS................63 
C. Pooling Data From Multiple Countries in a Region ........................69 
D. Two Stage Least Squares.................................................................70 
E.  Subpopulation Estimates.................................................................70 
F. Survey Design ..................................................................................71 
G. Diagnostic Tests and Model Specification ......................................74 

V. Bibliography 78 

VI. Appendix: Construction of Basic Economic Variables 79 

Demographic and Socioeconomic Status Indicators ............................79 
Current Smoking Status........................................................................82 
Use of Particular Tobacco Products .....................................................83 
Price Data for Manufactured Cigarettes ...............................................84 
Price of Manufactured Cigarettes .........................................................84 
Average Price per 100 Cigarettes (Consumption-Weighted) ...............86 

 



Economics of Tobacco Toolkit 

 

 5 

I. Introduction 

Tobacco use kills approximately 5 million people worldwide 
every year (WHO Report on the Global Epidemic, 2008).   As 
such, tobacco is the single most preventable cause of death 
worldwide.  If current trends in tobacco consumption continue, 
by 2030 tobacco’s annual death toll could rise to more than 8 
million.  Because tobacco consumption is causally related to an 
extensive and ever-growing array of health consequences that 
result in a tremendous amount of morbidity and mortality, it is 
important to understand the determinants of tobacco demand.  

This toolkit explains how to use data from the Global Adult 
Tobacco Survey (GATS) to investigate economic aspects of 
smoking patterns and the economic determinants of tobacco 
demand.  Its emphasis is on machine-made cigarettes, how ever 
its analyses can be used for other tobacco products as well.   

There are essentially two parts to this toolkit.  While they explain 
procedures which differ in method and scope, both types of 
analysis are important for obtaining a full understanding of the 
economics of tobacco use within a country.  The first part, 
Section 3, focuses on basic descriptive economic statistics.  Its 
emphasis is on the prices and quantity of cigarettes and how 
these vary across socioeconomic groups.  The second part of the 
toolkit, Section 4, explains how to investigate the determinants of 
tobacco demand using multivariate regression techniques.  In 
particular, the second part focuses on using GATS data to 
calculate meaningful cigarette price elasticities.  

This toolkit is designed for researchers, and its material assumes 
a basic knowledge of economics and econometrics.  It also 
assumes familiarity with statistical packages such as SAS or 
Stata.  GATS data is assumed to be coded and in machine 
readable form such as in ASCII format. 
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II. GATS Overview 

The CDC Foundation received a grant in 2006 from Bloomberg 
Philanthropies to establish systematic surveys to monitor global 
tobacco use among adults.  The CDC Foundation, in conjunction 
with the Office on Smoking and Health of the Centers for 
Disease Control and Prevention (CDC), the World Health 
Organization (WHO), the Johns Hopkins Bloomberg School of 
Public Health (JHSPH), RTI International, and countries 
throughout the globe are working jointly to design and 
implement the Global Adult Tobacco Survey or GATS.  GATS 
collects data on tobacco use in the low- and middle-income 
countries with the highest smoking rates.  The GATS is designed 
to be a nationally representative survey of all non-
institutionalized men and women aged more than 14 years old.   

The main objectives of this survey are to provide estimates of 
tobacco use, estimates of second-hand smoke exposure, and 
estimates of tobacco quit attempt frequencies.  The survey 
questionnaire consists of eight sections including: respondent 
background characteristics; tobacco smoking activities; 
smokeless tobacco activities; smoking cessation activities; 
location of exposure to second-hand smoke; money spent on 
tobacco, brand of cigarettes purchased, and places cigarettes 
were purchased; exposure to media and smoking advertisements; 
and finally knowledge, attitude, and perceptions about the risks 
of smoking. 

The survey design requirements for this study have been 
developed so that precise estimates can be generated for each 
country as a whole, as well as for two analysis groups defined by 
urban/rural areas and gender.  The targeted respondent sample 
size for this study is defined so that half the respondent sample 
will reside in urban areas and half in rural areas.  The sample 
design has also been defined so that half the respondent sample is 
expected to be male and half will be female.  

Explicit control of the allocation to the two gender groups will be 
accomplished by randomly assigning each selected household to 
either a male group or a female group. If a household is randomly 
assigned to the male group then only males will be rostered 
during the household screening process, and consequently only 
males will be selected from the household. Similarly, if the 
household is randomly assigned to the female group then only 
females will be rostered during the screening process and only 
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females will be selected from the household.  The ultimate 
sampling units are the household and one individual residing 
within the selected household.  The sample for the GATS has 
been designed to be selected using a multi-stage, geographically 
clustered design. 
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III. Basic Economic Statistics 

 Introduction   

This section explains how to generate basic descriptive economic 
statistics that give a picture of the tobacco consumption and 
transactions within a country.  It suggests ways to answer some 
basic questions: Who purchases cigarettes? Where do they 
purchase cigarettes? How do they purchase cigarettes? How 
frequently do they purchase cigarettes? How much do they pay?  
It is important for policy purposes, and in particular the design of 
tobacco control policies, to know the answers to these questions.  
It is also important to know how these answers vary with age, 
gender, education and employment status.  This section explains 
how to obtain these variables from the GATS data, and how to 
use a software package like SAS to stratify them by 
socioeconomic class.   

The Appendix explains how to construct some of the basic 
economic variables from the raw questionnaire data.  Some of 
these variables will be used in Section 2.  The focus here is on 
cross tabulating the data by socioeconomic group.  This will 
allow the researcher to answer the basic questions stated in the 
previous paragraph. 

To ensure that the statistics measure true population proportions 
and means, researchers should use the appropriate population 
sample weights.  The process of generating sample weights is 
described in the GATS manual, Global Adult Tobacco Sample 

Weights Manual. Each observation should be weighted by its 
corresponding individual sample weight.  This is typically the 
inverse of the respondent's adjusted probability of being included 
in the survey adjusted for non-response. The analysis in this 
manual assumes that sample weights are available and are 
utilized appropriately in the analysis that follows.    
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Basic Demographic and Economic Variables   

The following table summarizes the basic demographic and 
economic variables, and indicates the corresponding GATS 
questions from which these variables are constructed.   A full 
explanation and the construction of these variables is found in the 
Appendix.  Some of the variables are standard in social science 
research, and their nature and importance are self-evident.   

 
Table 3.1. 
Basic Variable Names 

 

Variable Name Description  Variable Type GATS Question 

GENDER Gender Dichotomous A01 

AGE Age Continuous A03/A02a/A02b 

AGE1 
Age 
Categories Discrete A03 

EDUCATION 
Educational 
Attainment 

Discrete 
Indicator 
Variable A04 

EMPSTATUS 
Employment 
Status 

Discrete 
Indicator 
Variable  A05 

USECIGDAILY 
Daily Cigarette 
Use Dichotomous B06a 

LDSCIGWKLY 
Less than 
Daily Smoker Dichotomous B010a 

PRICE100 
Price Per 
Hundred Packs Continuous F01a/F02 

PRICEPACK 

Price Paid Per 
Pack (20 
Cigarettes) Continuous F01a/F02 

QUANTITY 

Weekly 
Consumption 
of Cigarettes  B06a 

AVGPRICE100 

Consumption 
weighted 
average price 
per 100 packs Continuous B06a/F01a/F02 

AVGPRICEPACK 

Consumption 
weighted 
average price 
per pack  B06a/0F1a0/F2 
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Stratification of Price and Quantity by Age, 
Gender, Education and Employment Status 

 

SAS can easily generate cross tabulations, showing how average 
price (or quantity) varies across socio-economic groups.  We 
suggest that cross tabulation be computed for age, gender, 
employment status, education and wealth.  For quantity and 
price, the sample should be  restricted to those who indicate daily 
or weekly use.  SAS has a command CLASS that computes 
weighted averages stratified by the variable(s) specified in the 
CLASS command.  We suggest using AGE1 instead of AGE to 
keep the number of cells at a manageable level.  

 

A. Age 

The following table sets out a hypothetical cross tabulation of 
age with prices.  Since price and quality are correlated, this 
tabulation will identify whether some age groups select higher 
quality1 cigarettes.  Among other considerations, varying levels 
of quality have a bearing on the efficacy of ad valorem versus 
specific excise taxes.     

 

Weekly and Daily 

Smoker : AGE1 

Average Price Per Pack: 

AVGPRICEPACK 

15-18  

19-23  

24-30  

31-40  

41-50  

51-60  

Over 60  

 

Another important cross tabulation is age with quantity.  This 
will help identify uptake patterns: the age group where, on 
average, cigarette smoking is initiated and then becomes a firmly 
established habit. 

                                                
1 Quality here does not refer in any way to the health impact of the product. It may be evaluated based on 

the packaging or the blend used for the cigarette, or anything that makes the product more appealing to 
consumers. In that sense, cigarettes might be of “higher or lower quality” but they are equally harmful. 
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Weekly and Daily 

Smoker : AGE1 

QUANTITY 

15-18  

19-23  

24-30  

31-40  
41-50  

51-60  

Over 60  

 

B. Education  

In SAS, PROC MEANS can be run with CLASS set equal to 
EDUCATION:  

 

Weekly and Daily Smoker: 

EDUCATION  

Average Price Per 

Pack: 

AVGPRICEPACK 

No Formal Schooling  

Less than Primary Schooling 
Completed (less than 6 years) 

 

Primary School Completed  

Less than Secondary School 
Completed (less than 8 years) 

 

Secondary School Completed  
High School Completed  

College/University Completed  

Post Graduate Degree 
Completed 

 

 

Weekly and Daily Smoker: 

EDUCATION  

 QUANTITY 

No Formal Schooling  

Less than Primary Schooling 
Completed (less than 6 years) 

 

Primary School Completed  

Less than Secondary School 
Completed (less than 8 years) 

 

Secondary School Completed  

High School Completed  

College/University 
Completed 

 

Post Graduate Degree 
Completed 
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This tabulation is important because education tends to be 
correlated with income.  More educated individuals have, on 
average, higher incomes.  The GATS survey has no direct 
questions concerning household income.  A tabulation such as 
the one above may give some insight into how average quality 
varies with income.    

Quality is correlated with price, though one should be cautious in 
making such inferences.  For example, prices may be generally 
lower in rural areas, and at the same time those with no formal 
schooling may also be apt to reside in rural areas.  Then lower 
prices for those with no formal schooling would be in part due to 
the price effects of living in rural areas. Similar cross tabulations 
should be undertaken using the same socioeconomic variables as 
outlined above but substituting QUANTITY for 
AVERAGEPRICEPACK.  We also suggest a cross tabulation of 
average price with rural and urban regions.  

 

C. Regions: Urban and Rural 

Pricing and consumption patterns may differ systematically 
between rural and urban regions. This can be partially verified by 
running a cross tabulation on price and region, and quantity and 
region.  

 

Region/Weekly and 

Daily Smoker 

Average Price Per Pack: 

AVGPRICEPACK 

Urban  

Rural   

 

Region/Weekly and 

Daily Smoker 

QUANTITY 

Urban  

Rural   

 

D. Employment Status 

In SAS, PROC MEANS can be run with CLASS set equal to 
EMPSTATUS:  
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Weekly and Daily 

Smoker  

Average Price Per Pack: 

AVGPRICEPACK 

Employed  

Unemployed  

Student  

Not in Labour Market  

 

Weekly and Daily 

Smoker  

QUANTITY 

Employed  

Unemployed  

Student  
Not in Labour Market  

 

Employment status is closely linked with transitory income (as 
opposed to permanent income, which is correlated with wealth 
indices).  Employed individuals on average, holding other factors 
fixed, have higher incomes than those who are not working.  One 
might expect to see higher quantity associated with employment, 
and the unemployed consuming less.  This also has implications 
for the effects of the business cycle on tobacco consumption.  

 

Identification of Premium, Discount and Deep 
Discount Cigarettes 

 

Researchers have found it useful to identify at least three brand 
tiers: premium, discount and deep discount cigarettes.  
Depending on country specifics, it may be appropriate to have 
more than three brand tiers or only two. Imposing or raising 
cigarette excise taxes will cause some substitution between 
categories and in this context it is useful to know how similar are 
the three price tiers.  This exercise also establishes a bench mark 
that is useful in tracking how the cigarette market changes over 
time.  

Question F3 asks the interviewee what brand was purchased the 
last time the interviewee purchased cigarettes for their own 
consumption.  There is a list of response categories for specific 
countries.  We suggest that a variable BRAND be constructed 
which is numbered to correspond to specific brands.  The next 
step is to calculate the weighted average price per pack for each 
brand.  
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Weekly and Daily 
Smokers 

Consumption Weighted 

Average Price Per Pack: 

AVGPRICEPACK 
Brand 1  

Brand 2  

Brand 3  

Brand 4  

Brand 5  
Brand 6  

Brand 7  

Brand 8  

Brand 9  

 

There may be more or less than 9 brands in a given country; the 
analyst should make the necessary adjustments to reflect the 
number of brands in a country.  

The next step is to order the brands by consumption weighted 
average price and compute average price by tertiles: upper third 
price tier, middle third price tier and lower third price tier.  This 
will enable the identification of premium, discount and deep 
discount brands.  Based upon this calculation a new variable 
TYPE can be constructed with  

 

 TYPE = 1, if F3 = premium brand 

 TYPE = 2, if F3 = discount brand 

 TYPE = 3, if F3 = deep discount brand.  

 

The classification into premium, discount and deep discount is 
based on the previous step where these categories were identified 
by tertiles.  

The next step is to calculate the consumption weighted average 
price by price tier: premium, discount and deep discount brands.  
If the analyst is using SAS, then this can be done with the PROC 
MEANS procedure with weight set to QUANTITY and class set 
to TYPE.  

 

Weekly and Daily 

Smokers 

Consumption Weighted 

Average Price Per Pack 
Premium  

Discount  
Deep Discount  

 

A final step in the analysis is to check to see if the differences in 
average weighted price between the tiers are statistically 
significant.  With large sample sizes, the differences are likely to 
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be statistically significant, but the analyst should also check to 
see if the differences in average price are economically 
significant - the percentage differences should be relatively large, 
with at least a ten percent difference between the three 
categories.  If there are no large differences, the analyst may 
want to use only two categories (premium and discount, for 
example).   

 

Stratification of Brand Type by Socioeconomic 
Categories 

 

There are various ways to stratify the data.  One possibility is to 
do a frequency count to determine the percentage of individuals 
who buy premium, discount and deep discount cigarettes by 
various socio-economic categories: age, gender, education, 
employment status.  

Here is the template for the AGE cross tabulation.  In SAS this is 
done with the FREQ procedure, and then using the TABLES 
command (AGE*TYPE ) 

 

Weekly 

and Daily 

Smokers 

AGE1 

Premium 

Brands: 

TYPE 

Discount: 

TYPE 

Deep 

Discount: 

TYPE 

15-18    

19-23    

24-30    

31-40    
41-50    

51-61    

Over 60     

 

Another important cross-tab is by GENDER.  In SAS this is done 
with the FREQ procedure, and using the TABLE command 
(GENDER*TYPE).   
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Weekly 

and Daily 

Smokers 

AGE 

Premium 

Brands: 

TYPE 

Discount: 

TYPE 

Deep 

Discount: 

TYPE 

Male    

Female    

 

Another important cross-tab is by EDUCATION.  In SAS this is 
done with the FREQ procedure, and using the TABLES 
command (EDUCATION*TYPE).   

 

Weekly and Daily 

Smoker: 

EDUCATION  

Premium 

Brands: 

TYPE 

Discount: 

TYPE  

Deep 

Discount: 

TYPE  

No Formal 
Schooling 

   

Less than Primary 
Schooling 
Completed (less 
than 6 years) 

   

Primary School 
Completed 

   

Less than 
Secondary School 
Completed (less 
than 8 years) 

   

Secondary School 
Completed 

   

High School 
Completed 

   

College/University 
Completed 

   

Post Graduate 
Degree Completed 

   

 

Another important cross-tab is by employment status.  In SAS 
this is done with the FREQ procedure, and using the TABLES 
command (EMPSTATUS*TYPE).   

 

Weekly and Daily 

Smoker  

Premium 

Brands 
Discount Deep 

Discount 

Employed    

Unemployed    

Student    

Not in the Labor 
Market 

   



Economics of Tobacco Toolkit 

 

 17 

 

Where Are Cigarettes Purchased ? 

Question F4 asks the interviewee where they bought their last 
cigarettes from.  A variable WHERE  

 WHERE = F04,  

indicates where cigarettes are purchased. 

F4 is a discrete variable from 1 to 11 

 

 WHERE = 1, F04 = 1, Vending Machine 

 WHERE = 2, F04 = 2, Store 

 WHERE = 3, F04 = 3, Street Vendor 

 WHERE = 4, F04 = 4, Military Store 

 WHERE = 5, F04 = 5, Duty-Free Shop 

 WHERE = 6, F04 = 6, Outside the Country 

 WHERE = 7, F04 = 7, Kiosks 

 WHERE = 8, F04 = 8, Internet 

 WHERE = 9, F04 = 9, From Another Person 

 WHERE = 10, F04 = 10, Other  

 WHERE = Missing Variable, F04 = 11 (Don't 
 Remember).  

 

For location of purchase, we suggest calculating a cross 
tabulation with average weighted price per pack. In SAS this is 
done with the PROC MEANS procedure with the CLASS 
WHERE command.  

 

Weekly and Daily 

Smoker's Location of 

Cigarette Purchase: 

WHERE 

Average Price Per Pack: 

AVGPRICEPACK 

Vending Machine  

Store  

Street Vendor  

Military Store  

Duty-Free Shop  

Outside the Country  

Kiosks  

Internet  

From Another Country  

Other  
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Another useful cross tabulation is average price by unit purchase.  
This cross tabulation examines the way that price, normalized to 
a standard unit, varies with the quantity purchased (loose 
cigarettes, packs, cartons, other).  The presumption is that on a 
per unit basis prices are higher for smaller quantities purchased.  

It is also possible to do frequency counts across socio-economic 
variables, employment status and education,  in addition to age 
and gender. For example, here is a suggested frequency 
distribution for Gender:  

  

Weekly and Daily 

Smoker's Location of 

Cigarette Purchase 

Male Female 

Vending Machine   

Store   

Street Vendor   

Military Store   

Duty-Free Shop   

Outside the Country   
Kiosks   

Internet   

From Another Country   

Other   

 

The number of cells will be quite large for some of the other 
variables, age and education in particular; therefore, it may be 
advisable to do a frequency count by subcategories:  

 

Weekly and Daily 

Smoker's Location of 

Cigarette Purchase 

Age 15-18 

Vending Machine  

Store  

Street Vendor  

Military Store  

Duty-Free Shop  

Outside the Country  

Kiosks  

Internet  

From Another Country  

Other  

 

Then do the next age bracket:  
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Weekly and Daily 

Smoker's Location of 

Cigarette Purchase 

Age 19-23 

Vending Machine  

Store  

Street Vendor  

Military Store  

Duty-Free Shop  
Outside the Country  

Kiosks  

Internet  

From Another Country  

Other  

 

This cross tabulation can be repeated for each age category.   

We also suggest a frequency count by level of education; 
interesting patterns may emerge with policy implications. Here 
the SAS procedure is FREQ and the command TABLES 
WHERE*EDUCATION.  (To keep output manageable, the SAS 
programmer may want to create data extractions by setting IF 
EDUCATION = 1, IF EDUCATION = 2 and so forth, through 
EDUCATION = 8 ,  and run the FREQ procedure on the 
resulting sub-data sets) This generates a table with frequency 
counts that resembles:  

 

Weekly and Daily 

Smoker's Location of 

Cigarette Purchase 

No Formal Education 

(EDUCATION = 1) 

Vending Machine  
Store  

Street Vendor  

Military Store  

Duty-Free Shop  

Outside the Country  

Kiosks  

Internet  

From Another Country  

Other  

 

This cross tabulation can be reported for each level of education.  

Another frequency count that could prove important is by price 
tier.  Here the SAS procedure is FREQ and the command 
TABLES WHERE*TYPE.  This generates a table with frequency 
counts that resembles:  
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Weekly and 

Daily Smoker's  

Location of 

Cigarette 

Purchase 

Premium 

Brands 

Discount 

Brands 

Deep 

Discount 

Brands 

Vending 
Machine 

   

Store    

Street Vendor    

Military Store    

Duty-Free Shop    

Outside the 
Country 

   

Kiosks    

Internet    
From Another 
Country 

   

Other    

 

How Cigarettes are Purchased 

 

Question F1 asks the interviewee about the unit of 
purchase, but it is unclear how this question would be 
coded from the raw data.  A variable UNIT might be coded 
as follows:  

 

 UNIT = 1, if F01 indicates (loose) cigarettes 

 UNIT = 2, if F01 indicates packs 

 UNIT = 3, if F01 indicates cartons 

 UNIT = 4, if F01 indicates other. 

 

One possible cross tabulation is unit by average weighted 
price.  In SAS this can be done with the PROC MEANS 
procedure for average weighted price using the command 
CLASS UNIT. 
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Weekly and Daily 

Smoker's Unit of 

Cigarette Purchase 

Weighted Average Price Per 

Pack 

Loose Cigarettes  
Packs  

Cartons  

Other  

  

Another useful computation is to stratify units by socio-economic 
variables (education and employment status)  along with age and 
gender.  This can be done in SAS with the FREQ procedure, 
using the command TABLES variable*UNIT, where variable is 
the SES variable of choice.  Thus for stratification by age, use the 
SAS command TABLES AGE1*UNIT.  The following cross 
tabulations are of interest:  

 

 AGE1*UNIT 

 EMPSTATUS*UNIT 

 GENDER*UNIT 

 EDUCATION*UNIT 

 

Another cross tabulation of interest is a breakdown of units with 
location of purchase.  Street vendors may be more likely to sell 
loose cigarettes while vending machines sell only packages. A 
frequency table can be constructed using the SAS FREQ 
procedure with TABLES WHERE*UNIT 

 

Weekly and 

Daily 

Smoker 

Location of 

Cigarette 

Purchase 

Loose 

Cigarettes 

Packs Cartons Other 

Vending 
Machine 

    

Store     
Street 
Vendor 

    

Military 
Store 

    

Duty-Free 
Shop 

    

Outside the 
Country 

    

Kiosks     
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Internet     

From 
Another 
Country 

    

Other     

 

Weekly and Annual Expenditures 

 

The amount households spend on manufactured cigarettes, per 
week or annually, can be computed from the GATS 
questionnaire data.   In particular, questions F1 and F2 are on the 
quantity purchased and the amount paid.  A per stick price can be 
obtained from these responses by taking the amount paid (PAID) 
and dividing by quantity (QTYPURCHASED) to get PRICE.   
We have also constructed a variable QUANTITY that gives the 
weekly consumption of cigarettes.     

 

 PRICE = PAID/(QTYPURCHASED)  

 

 QUANTITY = LDSWKLYCGRTS +    
              DWEEKLYCIGRTTS  

 

If these two variables are multiplied, we get (for each observation 
in the sample that indicates positive purchases of cigarettes) 
weekly expenditures (WKEXPEND):  

 

 WKEXPEND = PRICE* QUANTITY 

 

Weekly expenditures can be used to compute an estimate of 
annual expenditures by simply multiplying by 52:  

 

 YEAREXPEND = 52*WKEXPEND  

 

To calculate average expenditure across the entire sample, the 
PROC MEANS procedure can be used on the variables 
WKEXPEND and YEAREXPEND. 

The next step is to generate cross-tabulations by socio economic 
indicators, including age and gender.  This requires the 
calculation of means for subsets of the entire sample.  We 
assume that expenditures are just calculated for those who 
indicate that they smoke on a daily or weekly basis and purchase 
manufactured cigarettes.  
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In SAS, this can be done with the PROC MEANS procedure, 
with CLASS set to the appropriate variable. For example, PROC 
MEANS WKEXPEND with CLASS GENDER would generate 
the following table:  

 

Gender Weekly Average 

Expenditures 

Male  

Female  

 

As another example, PROC MEANS WKEXPEND with CLASS 
EDUCATION would generate the following table:  

 

Weekly and Daily 

Smoker  

Average Weekly 

Expenditures  

No Formal Schooling  

Less than Primary 
Schooling Completed 
(less than 6 years) 

 

Primary School 
Completed 

 

Less than Secondary 
school Completed (less 
than 8 years) 

 

Secondary School 
Completed 

 

High School Completed  

College/University 
Completed 

 

Post Graduate Degree 
Completed 

 

 

PROC MEANS WKEXPEND with CLASS EMPSTATUS 
would generate the following table:  

 

Weekly and Daily 

Smoker  

Weekly Average 

Expenditures 

Employed  

Unemployed  

Student  
Not in Labor Market  

 

PROC MEANS WKEXPEND with CLASS AGE1 would 
generate the following table:  
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Weekly and Daily 

Smoker  

Weekly Average 

Expenditures 

15-18  

19-23  

24-30  

31-40  
41-50  

51-60  

Over 60  

 

Wealth Indices  

 

 Question A06 inquires about household wealth.  The respondent 
is asked whether the household owns, possesses or has access to 
any of the following items (these items may vary from country to 
country):  

 

• Electricity 

• Flush Toilet 

• Fixed Telephone 

• Cell Telephone 

• Television 

• Radio 

• Refrigerator 

• Car 

• Moped/Scooter/Motorcycle 

• Washing Machine 

 

These data should be used to create dichotomous variables coded 
0 or 1; 0 if the respondent indicates that no-one in their 
household owns the item and 1 if the respondent indicates that 
someone in the household does own the indicated item.   

Based on these indicator variables, there are a number of ways of 
constructing a wealth index.  For a complete discussion of all the 
issues and pitfalls involved in constructing a wealth index, 
researchers are referred to Rutstein and Johnson (2004).  A 
simple method is ad hoc;  the researcher assigns values to the 
possession of each asset.  For example, a very simple method 
would assign 10 points for the possession of each of the items in 
the list above.  This means that the wealth index takes on a range 
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of 0 to 100; 100 assigned to households possessing all ten items.  
This measure of wealth is designated WEALTH1.   

There are inadequacies with this measure.  For example, a 
wealthy family may own multiple cars but not a motorcycle and 
would have a lower wealth index than household with fewer cars 
but also owned a moped.   As a matter of practice, simple wealth 
measures, such as the one just outlined, are highly correlated 
with more sophisticated wealth indices.  Also, there is no 
adjustment for household size.  

There are other possible weighting schemes.  The more 
sophisticated approaches use the data from the survey to generate 
the underlying weighting scheme. As wealth and income 
increase, presumably the household will possess a greater 
percentage of the items listed above.  Moreover, items associated 
with high-income will be owned by relatively few households.  
Items that are owned by most households are highly unlikely to 
signal significant wealth.  This suggests that assets owned by 
relatively few households should be weighted more than assets 
possessed by a very high percentage of the reporting population.   

The following index weights ownership by the inverse of the 
percentage of population that possesses the particular asset. Let j 
be asset j from the above list of 10 asset categories.  The weight 

g
w  is the inverse of the proportion of households that own asset 

j.  The proportion of households that own asset j is found by 
using the means procedure in either SAS or Stata This is an 
advantage of dichotomous variables.   

 

 1/ (mean of Asset j indicator variable)
j

w =  

 

With this scheme, a household g's wealth index is (called 
WEALTH2)  

 

 
10

1

WEALTH2
jg j

j

f w
=

= ∑   

 

where 
gj

f is the indicator variable for asset j that is 1 if household 

g possesses asset j and 0 otherwise.  The proportion of 
households in the data that own asset j is just the mean of the 
indicator variable for j; calculating the weighted mean gives the 
proportion of the population that owns asset j.   

The state of the art approach to wealth indices utilizes principal 
component analysis to construct weights.  The standard reference 
is Filmer and Pritchett (2001).  The process of generating weights 
using this approach is as follows.  Both Stata or SAS have 
principle components routines.  In Stata, the code is  
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PCA electricity flushtoilet telephone cell television radio 
refrigerator car moped  washmachine  

 

This generates Stata output that will have the following form:  

 

Rotation: (unrotated = principal)             Rho    =    1.0000 

 

-------------------------------------------------------------------------- 

Component    Eigenvalue  Difference    Proportion  Cumulative 

-------------+------------------------------------------------------------ 

Comp1           5.97456      4.16538             0.5975       0.5975 

Comp2           1.80918      1.03234             0.1809       0.7784 

Comp3           .776836      .260859             0.0777       0.8561 

Comp4           .515976      .221104             0.0516       0.9077 

Comp5           .294872      .0718843           0.0295       0.9371 

Comp6           .222988      .0469697           0.0223       0.9594 

Comp7           .176018      .0474273           0.0176       0.9770 

Comp8           .128591      .0276076           0.0129       0.9899 

Comp9           .100983      .100983             0.0101       1.0000 

Comp10             0            .                          0.0000       1.0000 

-------------------------------------------------------------------------- 

 

Principal components (eigenvectors)  

 

------------------------------------------------------------------------------------------------------------------------------- 

Variable      Comp1   Comp2    Comp3    Comp4   Comp5  Comp6   Comp7   Comp8    Comp9  Unexplained  

-------------+--------------------------------------------------------------------------------------------------+------------- 

electricity    0.2218   -0.3516    0.6329    0.4961    0.2459    0.3405    0.0641   -0.0103    0.0023            0  

flushtoilet   0.3002   -0.3648    0.2755   -0.0488   -0.3171   -0.7443   -0.2029    0.0505  -0.0154            0  

telephone    0.3502   -0.2982  -0.1190   -0.3546   -0.1388    0.2576    0.2173   -0.1138    0.0527            0  

cell     0.3502   -0.2982  -0.1190   -0.3546   -0.1388    0.2576    0.2173   -0.1138    0.0527            0  

television    0.3580   -0.1197   -0.3113   -0.0343   0.3968    0.0934   -0.4826    0.4997   -0.3328            0  

radio     0.3557    0.0604   -0.3429    0.2762    0.3801   -0.2089   -0.0862   -0.4076    0.5606            0  

refrigerator 0.3438    0.2243   -0.2232    0.3892   -0.0958   -0.1645    0.4734   -0.1357   -0.5928            0  

car     0.3216    0.3547    0.0019    0.2336   -0.4684     0.1557    0.0485    0.5415    0.4206            0  

moped         0.2876    0.4323    0.2526   -0.1227   -0.2308    0.2240   -0.5414   -0.4654   -0.1959            0  

washmachine0.2376  0.4295    0.4089   -0.4488    0.4655   -0.2085    0.3170    0.1652    0.0497            0  

-------------------------------------------------------------------------------------------------------------------------------- 

 

The first principal component is the first column of the table 
immediately above.  These are the "scoring factors" that are used 
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to determine a household wealth index.  Note that while our 
example yields positive scoring factors, some of the scoring 
factors can be negative; see Filmer and Pritchett (2001) for an 
example. Each scoring factor is divided by the sample standard 
deviation for that asset to yield the final asset weight.  In our 
numerical example, if the standard deviation of electricity is .1, 
then the final weight would be the scoring factor 0.2218 divided 
by .1 or 2.218.  Thus, if the household has electricity, its wealth 
index would rise by 2.218.  More generally this approach 
constructs weights as follows:  

 

 scoring weight/sample standard deviation
j

w′ =  

 

Then the wealth index is:  

 
10

1

WEALTH3
jg j

j

f w
=

′= ∑  

WEALTH1, WEALTH2 and WEALTH3 should be highly 
correlated.  

The asset index will serve as a proxy for a respondent's 
(permanent) income. 

 

Cross Tabulations with Wealth 

There are various cross tabulations of interest based on wealth 
classification.   

The types of cross tabulations outlined above can then be 
undertaken for wealth quintiles. For example, one cross tabulates 
wealth and quantity purchased:  

 

Wealth Quintile Quantity Purchased 

Lowest  

Second  

Middle  

Fourth  

Highest  

 

Affordability 

 

To gain a perspective on the purchase of manufactured 
cigarettes, it is important to obtain a measure of 
affordability.  Affordability depends on two factors: 
available economic resources and prices.   Resources 
ideally reflect both assets and income.  While there are 
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more refined methods to get at the question, a very simple 
measure of affordability is the ratio of the price of 100 
packs of cigarettes to per capita GDP.  The advantage of 
this measure is its simplicity and that it uses readily 
available data; GDP is typically available from government 
data or from the United Nations Web Site.  

 

AFFORDABILITY = AVGPRPACK100/Per Capita GDP.  

 

The following United Nations site gives total GDP in terms 
of the national currency for most countries.  The latest year 
of availability is 2008.  

 

http://unstats.un.org/unsd/snaama/selCountry.asp 

 

Population estimates for 2007 are available at  

 

http://unstats.un.org/unsd/demographic/products/dyb/dyb20
07.htm 

 

Per capita GDP in national currency is simply GDP (in 
national currency)/total population. The affordability index 
is then price per 100 packs divided by per capita GDP.  

 

Smuggling and Tax Evasion 

 

Individual estimates of quantity can be used to provide an 
estimate of cigarette consumption in an entire country.  This can 
be useful for assessing the problem of smuggling as well as 
provide a validity check on the sampling process and GATS 
questionnaire. In order to do this in a meaningful way it is very 
important to use the population weights for the study: see the 
GATS Sample Weights Manual for more details. Indeed, the 
sample is constructed so that half the respondents are rural and 
the other half resides in urban areas.  It is unlikely that this 
mirrors the population proportions that reside in urban area and 
rural areas.  

The procedure, schematically, is as follows:  

 

Country Quantity = = population

country i i
GATS SAMPLE

Q w Q∑  
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For further discussion on weights, on their interpretation and use, 
researchers should refer to GATS Sample Weights Manual. 

It may be possible to obtain from government sources the 
number of cigarettes that were subject to taxation within a 
country.  A comparison of country quantity and total taxed 
cigarettes may be an indicator of the extent of smuggling and tax 
evasion.  If the country quantity is larger than the total taxed 
cigarettes, this could be due to smuggling. One of the concerns 
about the imposition of higher excise taxes is that this will lead to 
smuggling and tax evasion. This measure of smuggling and tax 
evasion may allay concerns or indicate that more resources need 
to be allocated to detection and prevention.   
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IV. Multivariate Analysis 
Using GATS Data 

Introduction  

 

A clear understanding of the determinants of tobacco 
consumption will be invaluable to policymakers contemplating 
the use of interventions to curtail tobacco consumption.  
Econometric analysis attempts to quantify the influence of 
various factors on the demand for tobacco products using real 
world data and sophisticated statistical techniques.   

This section of the toolkit focuses on estimating demand 
equations using the Global Adult Tobacco Survey (GATS).  The 
first section provides a brief literature review highlighting the 
importance of the price elasticity of tobacco demand for tobacco 
control purposes.  The second section discusses alternative 
specifications of demand equations using GATS data.  The third 
section discusses pooling GATS data from multiple countries 
within a region to estimate demand equations. And the final 
section discusses how to present the results to a non-expert 
audience. 

 

Brief Literature Review 

 

Perhaps the most fundamental principle in economics is the 
law of demand.  The law of demand stipulates that, all other 
factors held constant, the quantity demanded of a good falls 
as price rises and the quantity demanded of a good rises as 
price falls.  Given the addictive nature of tobacco, some 
researchers once believed that tobacco products were an 
exception to this fundamental principal of economics.  
However, many econometric studies conducted over the 
past four decades, including several studies that have 



Economics of Tobacco Toolkit 

 

 31 

explicitly modeled the addictive nature of tobacco, have 
shown that tobacco consumption is not an exception to the 
economic law of demand.  

The inverse relationship between price and consumption 
has important policy implications. That is, by increasing the 
real price of tobacco, a tax increase has tremendous 
potential to be an effective policy lever to decrease tobacco 
consumption.  The impact of taxes on tobacco consumption 
depends on the extent to which changes in taxes are 
reflected in tobacco prices and the responsiveness of 
consumers to changes in prices.  Tax increases discourage 
tobacco consumption to the extent that the tax increases are 
passed on to consumers in the form of higher prices.  
Evidence suggests that tax increases often lead to a more 
than proportional increase in retail price (for example, 
Barzel, 1976; Harris, 1987). 

Empirical models of cigarette smoking are based on the 
economic theory of demand.  In order to derive cigarette 
demand equations, an individual’s utility function must first 
be assumed.  This utility function has cigarettes, other 
goods, and tastes as arguments.  An individual maximizes 
his or her utility subject to a budget constraint, which is 
comprised of the price of cigarettes, income, and the prices 
of all other goods.  This constrained maximization yields 
demand functions for cigarettes.  The demand functions 
show that cigarette consumption is related to the price of 
cigarettes, prices of related goods, income, and individual’s 
tastes.  

Over the past four decades, numerous studies from around 
the globe have examined the impact of tobacco prices on 
tobacco demand.  These studies have used diverse data, 
theoretical models, and statistical techniques.  A general 
conclusion that emerges from these studies is that tobacco 
prices and use are inversely related.  Economists measure 
the responsiveness of cigarette consumption to changes in 
the inflation-adjusted price of cigarettes using a concept 
known as the price elasticity of demand. Specifically, the 
price elasticity of demand is defined as the percentage 
change in the number of cigarettes consumed that results 
from a one-percent increase in the inflation-adjusted price 
of cigarettes.  Demand is price elastic if the percentage 
change in consumption is greater than the percentage 
change in price. Therefore a price elastic demand yields a 
price elasticity that is less than -1.0, or, alternatively, whose 
absolute value is greater than 1.0.  Demand is price inelastic 
if the percentage change in consumption is less than the 
percentage change in price.  Therefore a price inelastic 
demand yields a price elasticity which is between 0 and -1, 
or, alternatively, whose absolute value is smaller than 1.0. 
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Most of the econometric studies conducted in high-income 
industrialized countries such as the US, UK, Canada, and 
others conclude that the overall price elasticity of cigarette 
demand ranges from -0.5 to -0.25, implying that a 10% 
increase in the price of cigarettes will decrease overall 
cigarette consumption in these countries by between 5.0% 
and 2.5% (Chaloupka et al., 2000) Many of these studies 
used individual-level data to examine the determinants of 
cigarette demand. Several recent studies from high-income 
countries that employed individual-level data concluded 
that approximately one-half of the overall impact of price 
on demand results from decreases in smoking prevalence, 
with the remainder of the impact affecting reductions in 
average cigarette consumption by smokers. 

A small but growing number of studies have examined the 
impact of cigarette prices on cigarette consumption in low- 
and middle-income countries.  A review of the literature up 
to 2000, suggests that the price elasticity estimates for low- 
and middle-income countries are approximately double the 
estimates for high-income countries (Chaloupka et al., 
2000). That is, for low- and middle-income countries, 
demand is generally found to be more price elastic with 
estimates of the average price elasticity centered around -
0.8. However, more recent studies suggest that the cigarette 
price elasticity of demand is lower (Ross and Chaloupka, 
2006). 

Given the relationship between tobacco pricing and 
demand, as well as the significant health benefits accruing 
from cessation, tobacco taxation can potentially avert 
millions of premature tobacco-related deaths. World Bank 
estimates of the health impact of taxation on global tobacco 
consumption are striking (World Bank, 1999) Using 
conservative assumptions, a sustained real price increase of 
10 percent could lead to 40 million people worldwide 
quitting smoking and to deterring many more from taking 
up smoking. The number of premature deaths avoided from 
this price increase alone would be 10 million, or 3 percent 
of all tobacco-related deaths. Four million of the premature 
deaths avoided would be in East Asia and the Pacific. 

While public health advocates continue to appeal for higher 
tobacco taxes on the basis of social costs, few individuals 
would deny the justification of a tax increase based on the 
health benefits.  In many low- and middle-income countries 
very little research exists linking tobacco prices and 
consumption.  Additional research in these countries on the 
impact of higher tobacco prices on tobacco consumption 
will be extremely valuable in helping to convince policy-
makers of the irrefutable health gains that can be achieved 
from tax increases. 
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Specification of Demand Equations using GATS 
Data 

 

The GATS data is well suited to examining the determinants of 
tobacco demand.  Policy makers and public health advocates in 
many countries around the world are interested in the effects of 
tobacco prices and tobacco control policies on the demand for 
tobacco products.  The GATS data provide a unique opportunity 
to quantify the impact of prices and policies on tobacco demand 
in the countries where GATS is conducted.  This information will 
be extremely valuable to many countries where little or no 
evidence exists.   

The discussion below is specific to cigarette demand.  It is 
important to note that analyses using other tobacco products can 
also be undertaken in a similar fashion.  It is also important to 
note that the GATS is a single cross-section for each country and 
causal inference cannot be established with certainty from any 
analyses that utilizes just one cross-section of data.  Finally, it is 
important to note that while the models discussed below are 
among the most frequently used econometric techniques to 
estimate cigarette demand equations, they are by no means the 
only ones that can be employed.  Indeed, other econometric 
techniques may be suitable to estimate demand equations as well. 

Modeling Cigarette Consumption  

The cumulative distribution of cigarette consumption can be 
characterized as a mixed distribution, one that is neither 
continuous nor discrete. In particular, there exists a mass of zero 
outcomes or, in other words, a large number of individuals who 
do not smoke.  In addition, there exists a continuous distribution 
of the amount of cigarette consumed by those individuals who 
smoke.  The continuous distribution of consumption is frequently 
skewed to the right and exhibits non-constant variance.  

Economists have traditionally modeled this mixed distribution 
using a two-part technique developed by Cragg (1971) in which 
smoking propensity and intensity are modeled separately.  In the 
first part of the technique, a logit or probit specification is 
employed to estimate the decision to smoke, whereas in the 
second part of the model, an ordinary least squares (OLS) 
method is used to estimate the amount smoked by smokers. It has 
become standard practice to subject the dependent variable from 
the second part of the model to a logarithmic transformation. 
This transformation is conducted in an attempt to stabilize non-
constant error variances and/or to more nearly satisfy normality.  
The independent variables will be the same in both equations of 
the model. 
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Key Variables in the GATS Data 

 

Described below is a list of variables that should be created from 
the GATS surveys in order to estimate cigarette demand 
equations.  Please note, Section VII.A. discusses how to make 
the GATS data readable by Stata and SAS and how to create 
mutually exclusive but all inclusive indicator variables. 

A. Consumption (Dependent Variables) 

Smoking prevalence (i.e. decision to smoke) 

Smoking prevalence is a dichotomous variable that takes on a 
value of 1 if the individual responded that he/she currently 
smokes daily or less than daily, and takes on a value of 0 if the 
individual responded that he/she currently does not smoke at all.  
The smoking prevalence variable will take on a value of missing 
(i.e. “.”), if the individual responded that they do not know if 
they are current smokers. 

Smoking intensity (i.e. average consumption by smokers) 

If the individual responded favourably to being a current smoker 
(i.e. the smoking prevalence variable takes on a value of 1), then 
the smoker is asked about his or her average daily or weekly 
consumption of manufactured cigarettes.  The question on 
average smoking is an open-ended question.  Therefore, this 
variable will be a continuous dependent variable that takes on 
positive integer values for smokers.  As mentioned above, when 
using a Cragg’s two-part model, it has become standard practice 
to subject this continuous dependent variable to a natural log 
transformation.  Please see Section VII.B. Running a log-linear 

model in Stata  and Running a log-linear model in SAS for codes 
on how to create a log transformation of a continuous variable in 
Stata and SAS respectively. 

 

B. Independent Variables 

Cigarette Price  

The GATS asks daily smokers and less than daily smokers the 
exact number of cigarettes they purchased the last time they 
purchased manufactured cigarettes.  GATS also asks the exact 
amount of money they spent for this purchase.  These two 
questions can be used to calculate the average purchase price for 
1 manufactured cigarette (i.e. the amount of money spent on 
cigarettes divided by the number of cigarettes purchased).  

When using self-reported data, the price that the respondent 
states that they paid for cigarettes may be endogenous2.  The 

                                                
2 Endogeneity arises when an independent variable is correlated with the unobservable determinants of the 
dependent variable. As a consequence, the estimated effect of the independent variable is biased by the 
counfounding effect of the unobservables. 
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problem arises because of the availability of different brands and 
different quality of cigarettes.  The decision to smoke, the 
decision on how much to smoke, and the decision about the 
quality of the tobacco product to consume are all made jointly.  
For example, a heavy smoker may choose to smoke low quality 
cigarettes because of the lower price.  Thus, the price paid that a 
heavy smoker reports and the decision to smoke heavily are 
jointly determined.  In essence, the consumer exercises some 
choice over the price they pay rather than the price being 
completely exogenous.  This implies that the price variable may 
be correlated with unobserved differences in preferences.  This 
endogeneity could lead to biased estimates of price elasticity of 
demand.   

As mentioned above, GATS asks only smokers about the money 
they spent on manufactured cigarettes.  Yet cigarette price plays 
an important role in the decision to smoke, so it affects both 
smokers and nonsmokers.  Assigning a price equal to zero for 
nonsmokers would be incorrect, since even nonsmokers would 
face a positive price if they were to purchase cigarettes.  The 
assignment of a zero price to nonsmokers would bias the price 
elasticity toward zero.  

There are two approaches to dealing with the problems of 
endogeneity and zero price for nonsmokers.  First, if the 
government or another reliable organization keeps track of 
cigarette prices within a country, in different locations such as 
towns, counties, provinces, regions, etc., then these prices can be 
assigned to individuals (both smokers and non smokers) residing 
in those locations.  This approach assumes that the consumers are 
price takers and face the location- specific market price, thereby 
obviating the endogeneity problem.   

The second approach is to use the cigarette price data from the 
GATS and derive an average consumption-weighted price for 
cigarettes among all smokers in different locations (examples of 
locations are towns, counties, provinces, regions, or other 
geographic areas).  The location-specific cigarette price will be 
assigned to all individuals (both smokers and non-smokers) that 
reside in that location.  This location specific average price is 
much less likely to be endogenous than using an individual level 
price measure.  With adequate sample sizes, the average price of 
cigarettes at any given location is unlikely to be significantly 
influenced by individual choices and are likely to be exogenous.   

While both aforementioned approaches to creating a price 
variable decrease the likelihood of simultaneity bias, a formal 
test for cigarette price endogeneity should be conducted.  Please 
see Section IV for a detailed discussion on testing for 
endogeneity, finding instrumental variables, and two-stage least 
squares regression. Also, see section VII.G. for Stata and SAS 
code to test for endogeneity and Section VII.D for Stata and SAS 
code for running two stage least squares equations.    

Age of the respondent 

The GATS asks all individuals who are surveyed about their age.  
It is recommended that researchers create age category 
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dichotomous indicators.  Age groups can be defined based on 
perceived smoking habits or other perceived preferences by age.  
For example, a series of groups ranging in age from 15-21, 22-
35, 36-64, and 65+ is possible.  Assign each person a value of 
“1” for the categorized age group that they fit into, and a value of 
zero for all the other age groups that they do not fit into.  To 
avoid perfect multicollinearity3, omit one of the age group 
category variables from the equation.  The omitted age group 
category variable will be the reference age group.  The 
coefficients of the included age group category variables are 
being compared to the omitted reference group. 

Economic theory suggests several reasons why adolescents and 
young adults are likely to be more responsive than adults to 
changes in cigarette prices. First, youth are likely to spend a 
greater share of their disposable income on cigarettes than adults.  
Economic theory predicts that individuals will be more 
responsive to product price as the share of disposable income 
taken up by the product increases.  This suggests that, in general, 
younger individuals will be more responsive to changes in 
cigarette prices than will adults.  Second, youth are likely to be 
more influenced by the behavior of their peers than are adults.  
Therefore, changes in some youths’ use of cigarettes that result 
from changes in prices will lead to changes in other youths’ use 
of cigarettes.  Third, adolescents are likely to have smoked for a 
relatively shorter time than adults and consequently less likely to 
be addicted to cigarettes as compared to adults.  The youths' 
lower level of addictive capital suggests that they would be able 
to respond more quickly to changes in the prices of cigarettes 
than adults.   

Finally, youth are generally more present-oriented than are 
adults, implying that they will respond more to changes in the 
more immediate costs of cigarettes (e.g. monetary price) than 
they will to changes in the longer-term costs of tobacco use (e.g. 
health consequences).  The empirical evidence on the demand for 
cigarettes by adolescents and young adults is generally consistent 
with economic theory.  Overall demand for these products tends 
to be inelastic with the demand among younger persons to be 
more responsive to changes in the cigarette prices than older 
individuals.   

Gender of the respondent 

GATS asks all individuals that are surveyed about their gender.  
It is recommended that researchers create a dichotomous 
indicator equal to “1” for males and equal to “0” for females. The 
omitted gender group (i.e. females) will be the reference group.  
The coefficients of the included gender variable (i.e. male) is 
being compared to the omitted reference group.  

In many countries around the world there are tremendous 
differences in smoking prevalence rates by gender.  It is 

                                                
3 Multicollinearity refers to a high degree of correlation between independent variables in regressional 
model. It can increase standard errors, resulting in low individual significance of those variables. 
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important to include a gender variable in the demand equation to 
capture tastes for cigarettes. 

Education of the respondent 

GATS asks all respondents about their education.  It is 
recommended that researchers create education category 
indicators.  The following education level indicators can be 
created for many of the countries:  

• no formal schooling  

• less than primary school completed  

• primary school completed  

• less than secondary school completed  

• secondary school completed  

• high school completed  

• college/university completed  

• post graduate degree completed  

• don’t know  

Note: in some countries, it may not be possible to create these 
specific indicators as the response categories for education differ 
in the GATS survey for some countries.  

Assign each person a value of “1” for the categorized education 
group that they fit into, and a value of zero for all the other 
education groups that they do not fit into.  As to avoid perfect 
multicollinearity, omit one of the education group category 
variables from the equation.  The omitted education group 
category variable will be the reference group.  The coefficients of 
the included education group variables are being compared to the 
omitted reference group. 

Work status of the respondent 

GATS asks all respondents about their current employment 
status.  It is recommended that researchers create work status 
category indicators.  The following work status indicators can be 
created:  

• government employee 

• non-government employee 

• self-employed 

• student 

• homemaker 

• retired 

• unemployed-able to work 

• unemployed-unable to work 

• don’t know 
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Assign each person a value of “1” for the categorized work status 
group that they fit into, and a value of “0” for all the other work 
status groups that they do not fit into.  As to avoid perfect 
multicollinearity, omit one of the work status group category 
variables from the equation.  The omitted work status group 
category variable will be the reference group.  The coefficients of 
the included work status group variables are being compared to 
the omitted reference group. 

Income/assets of the respondent 

Income of the respondent is an important factor to hold constant 
in a demand equation.  Unfortunately, GATS does not ask 
respondents about their current income.  However, GATS does 
ask all respondents about assets owned.  These assets include: 

• Washing machine 

• Moped/scooter/motorcycle 

• Car 

• Refrigerator 

• Radio 

• Television 

• Cell telephone 

• Fixed telephone 

• Flush toilet 

• Electricity 

An asset index can be created from the above list.  The 
construction of wealth indices is described in Section 1, page 28-
31. These wealth indices are constructed using the responses to 
questions A6, ownership of various assets.   

This asset index may be highly correlated to the education 
variable, creating a multicollinearity problem.  The problem 
occurs because, as a person’s education increases, income and 
assets are likely to increase as well.  Please see Section IV for a 
detailed discussion on multicollinearity and testing for 
multicollinearity.  Also see Section VII. G. for Stata and SAS 
code for testing for multicollinearity. 

Number of people living in the household 

GATS collects information on the total number of people living 
in the respondent’s household.  It is recommended that 
researchers create category indicators for the number of people 
living in each household.  For example, a series of groups 
including 1 individual, 2 individuals, 3 individuals, 4 individuals, 
5 individuals, and 6 or more individuals is possible.  If any of 
these categories has few observations that fit into it, then 
categories can be combined.  For example, if only a very small 
fraction of the observations have 6 or more individuals living in 
the respondent's household, then it is recommended that the 5 
individuals and 6 or more individuals categories be combined to 
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form 5 or more individuals.  Assign each person a value of “1” 
for the categorized group that they fit into, and a value of zero for 
all the other groups that they do not fit into.  As to avoid perfect 
multicollinearity, omit one of the group category variables from 
the equation.  The omitted group category variable will be the 
reference group.  The coefficients of the included group category 
variables are being compared to the omitted reference group. 

Number of males aged 15+ living in the household 

GATS collects information on the total number of males aged 
15+ living in the respondent’s household.  It is recommended that 
researchers create category indicators for the number of males 
aged 15+ living in each household.  For example, a series of 
groups including 1 male, 2 males, 3 males, 4 males, 5 males, and 
6 or more males is possible.  If any of these categories has few 
observations that fit into it, then categories can be combined.   

For example, if only a very small fraction of the observations 
have 6 or more males aged 15+ living in the respondent’s 
household, then it is recommended that the 5 males and 6 or 
more males categories be combined to form 5 or more males.  
Assign each person a value of “1” for the categorized group that 
they fit into, and a value of zero for all the other groups that they 
do not fit into.  As to avoid perfect multicollinearity, omit one of 
the group category variables from the equation.  The omitted 
group category variable will be the reference group.  The 
coefficients of the included group category variables are being 
compared to the omitted reference group. 

Given the fact that in many countries, smoking is a male 
dominated behavior, it is important to control for the number of 
adult males living in a household to control for potential peer 
influences.   

Rules on smoking in the respondent’s home  

GATS asks respondents about rules pertaining to smoking inside 
their home of residence.  The following indicators, pertaining to 
rules on smoking within the home, can be created: 

• Smoking is allowed 

• Smoking is generally not allowed, but there are exceptions  

• Smoking is never allowed 

• There are no rules on smoking inside home 

• Don’t know of any rules 

Assign each person a value of “1” for the categorized home 
smoking rule group that they fit into, and a value of zero for all 
the other home smoking rules that they do not fit into.  As to 
avoid perfect multicollinearity, omit one of the home smoking 
rule category variables from the equation.  The omitted home 
smoking room variable will be the reference group.  The 
coefficients of the included home smoking variables are being 
compared to the omitted reference group. 
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The rules on smoking at home are likely to be endogenous.  The 
problem arises because the decision to smoke (and how much to 
smoke conditional on being a smoker) and the decision to have a 
rule on smoking in the house are likely to be jointly determined.  
For example, a nonsmoker may choose to ban smoking inside 
his/her home whereas a smoker may choose to allow smoking.  
This implies that the home smoking rule variable may be 
correlated with the unobserved differences in smoking 
preferences.  This endogeneity could lead to biased estimates of 
the impact of home smoking rules on smoking.    

Please see section IV for a detailed discussion on testing for 
endogeneity, finding instrumental variables, and two-stage least 
squares regression. Also, see Section VII.G. for Stata and SAS 
code to test for endogeneity and Section VII.D for Stata and SAS 
code for running two stage least squares equations. 

Policy on smoking at the respondent’s worksite  

GATS asks all respondents who work outside their home and 
whose worksite has an indoor area about rules pertaining to 
smoking at their work place.  The following indicators, 
pertaining to worksite smoking policy, can be created: 

• Smoking is allowed anywhere 

• Smoking is allowed, but only in some indoor areas  

• Smoking is not allowed in any indoor areas 

• There is no policy on smoking at work 

• Don’t know of any policy 

Assign each person a value of “1” for the categorized work 
smoking policy group that they fit into, and a value of zero for all 
the other work smoking policies that they do not fit into.  In an 
examination of whether or not worksite policies affect workers 
smoking prevalence or intensity, it is essential that you omit from 
the regression equations observations on respondents who do not 
work from home or who work outside the home, but their 
worksite does not have any indoor facilities.  As to avoid perfect 
multicollinearity, omit one of the worksite smoking policy 
category variables from the equation.  The omitted worksite 
smoking variable will be the reference group.  The coefficients of 
the included worksite smoking variables are being compared to 
the omitted reference group. 

As with the rules on smoking at home, worksite policies are also 
likely to be endogenous.  The problem arises because the 
decision to smoke (and how much to smoke conditional on being 
a smoker) and the decision to work in a smoke-free environment 
are likely to be jointly determined.  For example, a nonsmoker 
may choose an employer who bans smoking at work whereas a 
smoker may choose an employer that allows smoking at work.  
This implies that the worksite smoking policy variable may be 
correlated with the unobserved differences in smoking 
preferences.  This endogeneity could lead to biased estimates of 
the impact of worksite smoking policies. 
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Please see section IV for a detailed discussion on testing for 
endogeneity, finding instrumental variables, and two-stage least 
squares regression. Also, see Section VII.G. for Stata and SAS 
code to test for endogeneity and Section VII.D for Stata and SAS 
code for running two stage least squares equations. 

 

C. Country-Specific Optional Questions In 
GATS 

Marital status of the respondent 

Some countries conducting the GATS will ask all respondents 
about their current marital status.  It is recommended that 
researchers create marital status indicators.  The following 
marital status indicators can be created:  

• single  

• married  

• separated 

• divorced  

• widowed 

Assign each person a value of “1” for the categorized marital 
status group that they fit into, and a value of “0” for all the other 
marital status groups that they do not fit into.  As to avoid perfect 
multicollinearity, omit one of the marital status group variables 
from the equation.  The omitted marital status group variable will 
be the reference group.  The coefficients of the included marital 
status group variables are being compared to the omitted 
reference group. 

Race/ethnicity of the respondent 

Some countries conducting the GATS will ask all respondents 
about their race and ethnicity. It is recommended that researchers 
create race/ethnicity indicators for each response category.  
Researchers should assign each person a value of “1” for the 
race/ethnic group variable that they fit into, and a value of “0” for 
all the other race/ethnic groups that they do not fit into.  As to 
avoid perfect multicollinearity, omit one of the race/ethnic group 
variables from the equation.  The omitted race/ethnic group 
variable will be the reference group.  The coefficients of the 
included race/ethnic group variables are being compared to the 
omitted reference group. 

Religion of the respondent 

Some countries conducting the GATS will ask all respondents 
about their religion. It is recommended that researchers create 
religion indicators for each response category.  Researchers 
should assign each person a value of “1” for the religion variable 
that they fit into, and a value of “0” for all the other religion 
variables that they do not fit into.  As to avoid perfect 
multicollinearity, omit one of the religious group variables from 
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the equation.  The omitted religion group variable will be the 
reference group.  The coefficients of the included religion 
variables are being compared to the omitted reference group. 

 

D. Merged Variables 

Tobacco control policies 

While the GATS survey does not ask about the existence and 
strength of tobacco control policies, it may be possible to merge 
such policies with the GATS data.  If different locations within a 
country have different tobacco control policies, and information 
on these policies is available from either the government or 
another reliable organization, then variables reflecting tobacco 
control policies can be merged with the data.  For example, if 
locations 1, 3, and 5 within a country ban smoking in private 
worksites, but locations 2, 4, and 6 have no policies regarding 
smoking in private worksites, then a dichotomous indicator can 
be created taking on a value of “1” for respondents who live in 
locations 1, 3, and 5 and take on a value of “0” for individuals 
residing in locations 2, 4, and 6.  It is also possible to create 
tobacco control variables that incorporate the strength of the 
smoking restriction.   

For example, if locations 1, 2, and 3 completely ban smoking in 
private worksites, locations 4 and 5 have a restriction on smoking 
in private worksites that is less comprehensive than a total ban, 
and location 6 has no policy on smoking in private worksites, 
than the researcher can create three mutually exclusive but all 
inclusive indicator variables representing each of the three 
possibilities.  That is, the first variable, private worksite smoking 
ban, would take on a value of “1” for all respondents in locations 
1,2 and 3 and would take on a “0” value for all respondents in 
other locations.  The second variable, restriction less 
comprehensive than a ban, would take on a value of “1” for all 
respondents in locations 4 and 5 and will take on a value of zero 
for respondents in other locations.  Finally, the third variable, no 
restriction on smoking in private worksites, would take on a 
value of “1” for all respondents in location 6 and take on a value 
of “0” for respondents in all other locations.   

As to avoid perfect multicollinearity, omit one of the private 
worksite variables from the equation.  The omitted private 
worksite variable will be the reference group.  The coefficients of 
the included private worksite variables are being compared to the 
omitted reference group.           

The tobacco control policies may be highly correlated with each 
other, and with the cigarette price variable, creating a 
multicollinearity problem.  The problem occurs because often a 
locality will implement a comprehensive tobacco control 
initiative that simultaneously increases the excise tax on cigarette 
and creates new tobacco control policies.  Please see section IV 
for a detailed discussion on multicollinearity and testing for 
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multicollinearity, and also refer to section VII. G. for Stata and 
SAS code for testing for multicollinearity. 

If tobacco control policies do not differ by location within a 
country, they cannot be included in the one cross-section single 
country smoking equations due to a lack of variation.  However, 
if multiple cross sections are available for a country where the 
tobacco policies change, then the tobacco policies can be 
included in a single country smoking equation.  In a single 
country multiple cross-section framework, researchers should 
also control for time fixed effects to capture the different 
distribution of smoking within the country over time.  Time fixed 
effects are simply dichotomous indicators for each wave of data 
with one indicator omitted as the reference time period.  
Moreover, country level tobacco control policies can be included 
in multi-country pooled model as described below as long as 
there is variation in these tobacco control policies between 
countries.  See the discussion of pooling data from multiple 
countries below. 

Other merged variables 

It may be possible to merge other determinants of cigarette 
demand with the GATS.   Of particular interest is information on 
income levels, unemployment levels, religion, and race/ethnicity.  
If information on these variables is available from either the 
government or another reliable organization, and there is 
variation by location in these variable within a country, then the 
information can be merged with the GATS and country specific 
demand equations can be estimated.  If only country specific 
variables are available, they can be used in a multi-country 
pooled model as described below, as long as there is variation in 
these tobacco control policies between countries.  See the 
discussion of pooling data from multiple countries below. 

The main reason for merging external data (i.e. policy and other 
data) with the GATS data is to minimize the omitted variable 
bias of the estimates.     

Two Part Model 

 

A. Part One: Individual’s Decision to 
Smoke 

The first regression in a two-part model estimates an individual’s 
decision to smoke.  In this probability model, the dependent 
variable is a dichotomous variable equal to 1 for smokers and 0 
for nonsmokers.  It is appropriate to use a limited dependent 
variable regression technique such as a probit or logit model.  
These models are discussed below. Section VII. B. provides code 
for running probit and logit equations in Stata and SAS, as well 
as information on how to calculate marginal effects and 
elasticities in Stata and SAS.  
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Probit specification: 

The probabilities for a probit model take the form: 
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The expected value of the dependent variable takes on the 
following form: 
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where:  x = k x 1 vector of explanatory variables 

B = k x 1 vector of coefficients corresponding to the explanatory 
variables 

Φ =  the standard normal cumulative distribution function 

The marginal effect of a change in one of the explanatory 
variables on the expected value of the observed dichotomous 
smoking variable is: 

))'(
2

1
exp(

2

1)|( 2
xBB

X

xyE
k

k

−=
∂

∂

π
 

where:  Bk is the coefficient on the kth variable (for example, 
price).   

As can be seen in the equation above, the derivative of E(y|x) 
with respect to xk varies with the level of xk and the other 
variables in the model.  It is standard practice to evaluate the 
derivatives for an average member of the sample, or in other 
words, at the mean values of all the x variables in the sample.  
The following formula can be used to derive the elasticity of 
E(y|x) with respect to the kth variable:    
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where: 

  = the average value of the explanatory variable (i.e. price) 

E(y|x) = The average value of the dependent variable (i.e. 
tobacco use). 

 

Logit specification 

The probabilities for a logit model take the form: 
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The expected value of the dependent variable takes on the 
following form: 
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where:  

x = k x 1 vector of explanatory variables 

B = k x 1 vector of coefficients corresponding to the explanatory 
variables 

Λ =  the logistic distribution function 

The marginal effect of a change in one of the explanatory 
variables on the expected value of the observed dichotomous 
smoking variable is: 
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where Bk is the coefficient on the kth variable (for example, 
price).   

As can be seen in the equation above, the derivative of E(y|x) 
with respect to xk varies with the level of xk and the other 
variables in the model.  It is standard practice to evaluate the 
derivatives for an average member of the sample, or in other 
words, at the mean values of all the x variables in the sample.    
The following formula can be used to derive the elasticity of 
E(y|x) with respect to the kth variable:    
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where: 

 =the average value of the explanatory variable (i.e. price) 

E(y|x)= The average value of the dependent variable (i.e. tobacco 
use). 

 

B. Part Two: Amount Smoked by Smokers 

Average smoking is usually measured as the number of cigarettes 
smoked per day, per week, or per month.  It is often termed 
conditional demand because it measures the number of cigarettes 
smoked on a daily, weekly, or monthly basis conditional on 
being a smoker (observations for nonsmokers are not included in 
the second part of the two-part model).  As discussed above, 
ordinary least squares is typically used to estimate a log-linear 
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demand equation.  A log-linear demand function can be 
expressed as:  

ln Yjl =a0 +a1Pl + a3Xjl +et , Y>0 

where: 

ln Yjl = natural logarithm of average smoking by the jth 
individual in the lth locality   

Pl = real average price of cigarettes per pack in the 1th locality 

Xjl= a vector of socio-economic and demographic characteristics  

et= an error term 

 

The corresponding cigarette demand equation exhibits the 
following exponential relationship: 
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Unlike the linear equation, where the marginal effect is constant 
and can be expressed as:  
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the marginal effect of the log-linear equation depends on the 
value of the dependent variable, Y.  In particular, the marginal 
effect of price on average smoking is:  
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Therefore, the price elasticity of demand is: 
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Section VII. B. provides code for running a log-linear demand 
equation in Stata and SAS and provides information on how to 
calculate marginal effects and elasticities in Stata and SAS. 
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C. Total Price Elasticity of Demand 

The total price elasticity of demand measures the percentage 
change in the number of cigarettes consumed resulting from a 
one-percent increase in the price of cigarettes. The total price 
elasticity of demand can be derived by summing the price 
elasticities of demand from the first and second part of the two-
part model (i.e. summing the prevalence price elasticity of 
demand and the conditional price elasticity of demand).  The 
effect of a price change on consumption can be shown 
graphically.  On the x-axis is the number of smokers and on the 
y-axis is average cigarette consumption by smokers.  

 
Figure 4.1. 
Effect of Price Change on Consumption 

 

 

A decrease in the price of cigarettes will have two effects on total 
cigarettes consumed.  First, because cigarettes are cheaper to 
purchase, it will increase the average number of cigarettes 
consumed by smokers.  This is shown as box A on the graph.  
Second, since the price of cigarettes decreases, the number of 
smokers will increase.  This is shown as box B on the graph.  The 
total change in cigarette consumption due to the price reduction 
is box A + box B.  The total price elasticity of demand can be 
represented by box A + box B as a percent of box C, divided by 
the percentage change in the price of cigarettes.      
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D. Heteroscedasticity and the Potential for 
Bias in Elasticity Calculations 

 

As described above, the log-linear equation implies an 
exponential demand equation such that: 
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It is quite possible that the error retransformation, E(exp
e), is not 

a constant, but rather is heteroscedastic in some X (such as 
price).  If we allow the possible dependence of the 

retransformation factor on x to be represented by E(eε |x) = ρ(x) 

and allow exp
XB to be represented by µ(x), then the conditional 

expectation of Y is: 
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and the elasticity expressed in terms of logarithmic derivatives is: 
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If the error retransformation is heteroscedastic in price and this 
heteroscedasticity is ignored, the estimated price elasticity will 
differ from the true elasticity by: 
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This suggests that if heteroscedasticity exists and is ignored, 
biased elasticity estimates will result for the second part of the 
two-part model, because the impact of X on E(Y|X) that works 

through ρ(X) is ignored. The use of a generalized linear model 
(GLM) will produce unbiased elasticity calculations because, 
unlike using an OLS estimator on the ln(Y) that estimates 
E(ln(Y|X)) and requires retransformation to ln(E(Y|X)), GLM 
models estimate ln(E(Y|X)) and consequently E(Y|X) directly 
and preclude the need to retransform. 

When comparing alternative distributions and link functions, a 
growing consensus has emerged that comparisons should be 
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based on information criteria such as Akaike’s Information 
Criteria (AIC).  AIC is computed by the following formula: 

 

This equation states that the AIC equals the deviance of the 
unconstrained model plus 2 multiplied by the number of 
coefficients (independent variables + intercept), divided by the 
sample size.  To compare models, the rule of thumb is that the 
models with the smaller AIC fit the data better than the models 
with larger AIC. 

Section VII. B. provides code for running GLM models in Stata 
and SAS and provides information on how to calculate marginal 
effects and elasticities. 

 

E. Pooling Data From Multiple Countries in 
a Region 

 

Running multivariate analyses using pooled GATS data from 
multiple countries is easy to accomplish.  First, the datasets from 
the countries must be merged together.  It is assumed that the 
variables are defined the same across country datasets and the 
variables have identical names.  Indeed, care must be taken when 
merging GATS data from multiple countries as some of the 
demographic questions are not asked in every country.  
Moreover, care must be taken because the possible responses to 
certain questions are not always identical across countries.  

Make sure that the cigarette price variable across all countries is 
converted into a common currency. There are two main methods 
of conversion.  First, market exchange rates can be used to 
convert prices into a common currency.  Second, the purchasing 
power parity (PPP) exchange rate (the rate at which the currency 
of one country would have to be converted into that of another 
country to buy the same amount of goods and services in each 
country) can be used to convert prices into a common currency.  

Once the datasets are merged, a two-part model, as outlined 
above, can be estimated.  However, in the models it is essential to 
include country fixed effects in the regressions.  Country fixed 
effects are simply mutually exclusive but all inclusive 
dichotomous indicators for each country in the combined dataset 
with one indicator omitted as the benchmark.  The country fixed 
effects capture all time invariant unobserved heterogeneity at the 
country level. 

Section VII. C. provides code for merging GATS data from 
multiple countries together in Stata and SAS so that regressions 
on the pooled data can be run. 
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F. Estimating Separate Regression on 
Subpopulations 

It may be desirable to estimate separate cigarette demand 
equations by subpopulations within the dataset.  Previous studies 
on tobacco consumption have found differences in the 
determinants of tobacco demand by: socio-economic status 
defined by education, income, or class; gender; race/ethnicity; 
and various other sub classifications.  Please see section VII. E. 
for examples of how to estimate demand equations by subgroups 
in SAS and Stata. 

 

G. Survey Design 

The design features of the GATS data gathering process can be 
accounted for in the demand equations using sampling weights, 
cluster sampling, and stratification.  The use of sampling weights 
will ensure that the point estimates are correct and the weighting, 
clustering, and stratification will ensure that the standard errors 
are correct.  Please see section VII.F. for examples of accounting 
for survey design in Stata and SAS. 

 

Diagnostic Tests and Model Specification  

 

A. Testing for Endogeneity - Hausman’s 
Test 

A Hausman test (1978) can be used to determine if any of the 
explanatory variables, such as price, are exogenous or 
endogenous.  Hausman suggested directly comparing the 
estimates from an ordinary least squares regression (OLS) with 
the estimates from an instrumental variables (IV) technique and 
determining whether the differences in estimates are statistically 
significant.  If the estimates are statistically different, then 
Hausman argues that the explanatory variable of interest must be 
endogenous.   

Testing for the endogeneity of a single independent variable (i.e. 
price) using Hausman’s approach entails the following steps: 

1. Estimate an OLS demand equation treating price as 
exogenous.  This yields a price coefficient of b. 

2. Construct an instrumental variable p’ for price by 
regressing price on all other exogenous variables to 
obtain predicted values for p’. 

3. Estimate a second OLS equation replacing price (p) 
with the instrumental variable (p’).  This yields a new 
price coefficient b’. 
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4. Calculate the following statistic: 

 

Asymptotically, m follows a chi-squared distribution 
with one degree of freedom. 

5. The null hypothesis is that there is no statistically 
significant difference between b and b’.  In other words, 
the null hypothesis is that price is exogenous.  If m is 
greater than the critical value, the null hypothesis (that 
price is exogenous) must be rejected.  The critical value 
can be found on a chi-squared table using the 1% 
significance level and one degree of freedom.    

See section VII.G. for Stata and SAS code to test for endogeneity 
using Hausman’s model.   

 

B. Finding Instrumental Variables 

If price (or another independent variable) is found to be 
endogenous, ordinary least squares estimation is biased because 
price is correlated with the error term in the cigarette demand 
equation.  Instrumental variables estimation can consistently 
estimate coefficients, when OLS cannot, when valid instruments 
are employed and the sample size is sufficient.  Equations 
requiring instrumental variables techniques often have a single 
endogenous independent variable and numerous exogenous 
independent variables.  An example of such an equation takes the 
following form: 

 

Y1i=B0 + B1Y2i + B2Xi +ei 

 

Y1i is the dependent variable (i.e. smoking), Y2i  is the 
endogenous independent variable (i.e. price), and Xi is a vector 
of exogenous independent variables.  Instrumental variables 
techniques employ either a single variable or a set of variables, Z, 
that 1) are correlated with the endogenous explanatory variable 
(i.e. price), 2) are not correlated with the error term (ei) in the 
cigarette demand equation, and 3) are not explanators in the 
cigarette demand equation.  If Z is a single variable, then it is 
called an instrumental variable, whereas, if Z is a set of variables 
than the elements of Z are called instrumental variables.  In 
essence, instrumental variables estimation uses the correlation 
between Z and the endogenous independent variable to estimate 
the coefficients of the smoking equation efficiently.      

Finding a good instrumental variable in real life may be difficult.  
Researchers must find a variable that is correlated with the 
endogenous independent variable but does not belongs in the 
cigarette demand equation.  If several instrumental variables are 
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being considered and theoretically none belong in the cigarette 
demand equation, than the instrumental variable that is most 
highly correlated to price should be chosen in order to minimize 
the variance of the instrumental variable estimator as much as 
possible.  The most commonly used instrumental variable for 
price that has been employed in empirical work is the cigarette 
tax.   

When estimating country specific demand equations that analyze 
one cross section, having cross sectional variation in both 
cigarette price and tax allows tax to be used as an instrumental 
variable.  Variation in tax occurs within a country due to 
different locations (towns, counties, states, provinces, regions, 
etc) imposing different taxes on cigarettes.   

If price and tax have only one single value for all observations 
within a country, then researchers can only estimate one point 
and not a whole demand curve.  If cigarettes are not taxed at 
different rates by location within a country, but cigarettes are 
taxed at different rates based on brand smoked or quantity 
purchased, then there may be enough variation in tax to use it as 
an instrumental variable.  GATS contains information on the 
brand and quantity of cigarettes last purchased and therefore 
researchers may be able to assign an appropriate tax rate based 
on the characteristic of the last cigarettes purchased.      

 

C. Two-Stage Least Squares Estimation 

The most frequently used computational method to calculate 
instrumental variables estimates is two stage least squares 
estimation.  In the first stage, a reduced form equation is 
estimated.  That is, the endogenous explanatory variable in the 
cigarette demand equation (i.e. cigarette price) is regressed on 
both the instrumental variable (Z) and all the exogenous variables 
(X) using ordinary least squares.  The first stage regression takes 
the form: 

 

Y2i = a0 + Zia1 + Xia2 + mi 

 

Researchers then use the coefficient estimates from the above 
equation to obtain a predicted price variable, Ŷ2i.  In the second 
stage, the cigarette demand equation is estimated as usual, except 
that in this stage the endogenous price variable is replaced by the 
predicted price variable from the first stage regression: 

Y1i=B0 + B1 Ŷ2i  + B2Xi +ei 

 

Using one instrumental variable, cigarette tax, the two stage least 
squares model takes the following form: 
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Stage 1: cigarette price = a0 + a1tax + all other exogenous 
variables 

Stage 2: cigarette consumption = B0 + B1predicted price + all 
other exogenous variables      

  

Both stages above are estimated using ordinary least squares 
techniques, however, it is not recommended that researchers 
estimate the above equations manually as the standard errors and 
test statistics obtained in this way are not valid.  Most statistical 
packages have two stage least squares commands that will 
generate correct standard errors and test statistics.  Please see 
section VII.D for Stata and SAS code for running two stage least 
squares equations. 

Two stage least squares regression requires at least as many 
instruments as there are endogenous explanatory variables.  
When there are too few instruments, the equation is under-
identified.  When the number of endogenous variables equals the 
number of instruments, the equation is exactly identified.  When 
the number of instruments is larger than the number of 
endogenous variables, the equation is over-identified. 

A problem with instrumental variables estimation is that of weak 
instruments.  If the instruments exhibit only a weak correlation 
with the endogenous independent variable, then the instruments 
are weak and the estimator can be severely biased.  To test for 
weak instruments, it is useful to examine the reduced form 
regression above.  If a1 in the first stage equation is equal to zero, 
the instrument is irrelevant. If a1 in the first stage equation is 
close to zero, the instrument is weak.  The value of the F-statistic 
for  a1=0 is a measure of how much information is contained in 
the instrument.  Stock and Watson (2003) provide guidance on 
how large the F-statistic should be for the instrumental variables 
estimator to have good properties. Stock and Watson argue that if 
the F-statistic exceeds 10, researchers do not have to worry about 
weak instruments.   

The correlation between the instrumental variable and the error 
term of the smoking equation cannot be tested if only one 
instrumental variable is employed because there are no over-
identifying restrictions.  However, if more than one instrumental 
variable is employed, researchers can test whether some of them 
are uncorrelated with the structural error term.  If two 
instrumental variables are used, there is one over-identifying 
restriction.  Similarly, if three instrumental variables are used, 
there are two over-identifying restrictions.  The most commonly 
used test of over-identifying restrictions is the one devised by 
Sargan (1958).  Sargan’s test uses the following steps to test for 
over-identifying restrictions: 

 

1. Estimate the two stage least squares structural equation 
and obtain the residuals. 
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2. Regress the residuals on all exogenous variables and 
obtain the coefficient of determination, R2.   

3. Compute NR2 where N is the sample size.  If NR2 is 
greater than the 5% critical value in the X2

q distribution 
(where q is the number of instrumental variables from 
outside the model minus the total number of 
endogenous explanatory variables), you reject the null 
hypothesis that all the instrumental variables are 
uncorrelated with the residual from the structural 
equation and conclude that at least one of the 
instrumental variables is not exogenous.     

 

Please see Section VII. G. for Stata and SAS code for 
testing over-identifying restrictions.  

 

D. Multicollinearity 

In general, there is nothing wrong with including correlated 
variables on the right hand side of your equation.  However, if 
the correlation between two independent variables is too high, 
this may lead to unreliable parameter estimates with large 
standard errors, and unexpected signs and magnitudes.  
Intuitively, the problem of multicollinearity is clear.  For 
example, if the provinces within a country that have high taxes 
on cigarettes also have strong bans on smoking, it would be 
difficult to disentangle which variable (tax or policy) is affecting 
smoking.   

Formally, the term multicollinearity is used to describe the 
problem when an approximate linear relationship among 
covariates exists leading to unreliable regression results.  This 
linear relationship is not limited to two explanatory variables, but 
can involve three or more variables as well.  Perfect 
multicollinearity will result when one independent variable is an 
exact linear combination of one or more independent variables.  
With perfect multicollinearity, the ordinary least squares 
estimator is not uniquely defined and therefore it is not possible 
to generate parameter estimates using least squares techniques. 

 

E. Detecting Multicollinearity 

A simple way to detect multicollinearity is to use sample 
correlation coefficients between pairs of explanatory variables.  
The correlation coefficients provide descriptive measures of 
linear association.  A rule of thumb is that an absolute value of 
the correlation coefficient between two independent variables 
greater than 0.8 or 0.9 indicates a strong relationship and a 
potentially detrimental collinear relationship.  One problem with 
using pairwise correlations is that the correlation may involve 
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more than two independent variables which may not be detected 
by correlation coefficients.   

Another method for detecting multicollinearity is to run an 
auxiliary ordinary least squares regression treating one of the 
explanatory variables from the cigarette smoking equation as the 
dependent variable and the remaining explanatory variables as 
the independent variables.  If the coefficient of determination 
from the auxiliary regression is high (above 0.8 or 0.9), this 
implies that a large portion of the variation in the explanatory 
variable is explained by the other explanatory variables.   

A commonly used test statistic researchers use to detect 
multicollinearity is the variance inflation factor (VIF).  The VIF 
can be calculated as 1/(1-R2), where R2 is the coefficient of 
determination for a regression of the ith independent variable on 
all the other independent variables in the regression as described 
in the paragraph above.  The VIF tells you how "inflated" the 
variance of the coefficient is, compared to what it would be if the 
variable were uncorrelated with any other variable in the model. 
There is no formal criterion for determining what VIF constitutes 
a multicollinearity problem. Some researchers have argued that a 
VIF greater than 10 roughly indicates significant 
multicollinearity. 

Some researchers have suggested imposing a priori restriction on 
the vector of parameters to deal with multicollinearity.  Often this 
entails omitting one or more variables from the regression.  
While multicollinearity will likely result in unstable estimates of 
the parameters of interest, excluding highly correlated variables 
from a regression will result in an omitted variable specification 
error.  Omitting variables from an equation produces biased 
estimates of the effect of the included correlated variable.  In the 
end, multicollinearity implies that the sample that is being 
examined does not provide sufficient information about the 
parameters.  Given the lack of information, there is no ideal way 
to deal with multicollinearity and imprecise estimates may be 
unavoidable.  If this is the case, researchers must be sure to state 
the likely implication that multicollinearity has caused on the 
estimates that were obtained.  

Please see section VII. G.  for Stata and SAS code for testing for 
multicollinearity. 

 

F. Goodness of Fit - Ordinary Least 
Squares 

A widely used measure of goodness of fit when employing OLS 
techniques is the coefficient of determination, known as R2.  The 
coefficient of determination is defined as the explained sum of 
squares (SSE) divided by the total sum of squares (SST).  
Formally, 
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where, 

 
   

and 

 

and 

 is the actual value of the dependent variable 

 is the sample average of the yi 

 is the fitted (i.e. predicted) value of the dependent variable. 

 

The coefficient of variation measures the fraction of the sample 
variation in the dependent variable that is explained by the 
independent variables in the regression.  The value of R2 

is always between zero and one because SSE can never be 
greater than SST.  For ease in interpretation, multiplying R2 by 
100 turns it into a percent (i.e. percent of the sample variation in 
y that is explained by the independent variables).  Values of R2 

that are close to 1 suggest that the explanatory variables explain 
almost all of the sample variation in the dependent variable.  
Similarly, an R2 close to zero suggests that very little of the 
variation in the dependent variable is explained by the 
explanatory variables.   

When using cross sectional data such as the GATS data, low R2 

calculations are not uncommon.  Low R2 calculations do not 
mean that the estimated equations are useless.  Remember, it is 
very difficult to predict individual level behavior.  Indeed, the 
OLS estimates may be reliable estimates of the ceteris paribus 
effects of the independent variables on the dependent variable.  It 
should be pointed out that R2 never decreases, and usually 
increases, when another explanatory variable is added to the 
equation.  Therefore, the R2 calculation is not a good tool for 
deciding whether one or more variables should be added to an 
equation.  An alternative calculation, adjusted R2, is an 
alternative calculation that imposes a penalty for adding 
additional explanatory variables to the model and can be used to 
gauge the usefulness of adding more variables to the right hand 
side of the equation.  Formally, the adjusted R2 takes the 
following form: 
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where n is the number of observations and k is the number of 
independent variables in the equation.  A useful fact about the 
adjusted R2 is that it will increase only if the t-statistic on the 
newly added variable is greater than or equal to one in absolute 
value. 

Please see section VII. G. for Stata and SAS code for measuring 
goodness of fit when employing OLS models. 

 

G. Goodness of Fit - Probit/Logit 

A popular measure of goodness of fit in binary response models 
is a pseudo R2.  McFadden (1974) derived a pseudo R2 measure 
equal to 1 – Lur/L0, where  Lur is the log-likelihood function for 
the estimated model and L0 is the log-likelihood function if the 
model would only have an intercept.  If the explanatory variables 
have no explanatory power, then Lur/L0 =1 and the pseudo R2 =0.  
If  Lur could be zero, then the pseudo R2 =0.  However, in a probit 
or logit model, Lur cannot equal zero because all the estimated 
probabilities when yi=1 would have to be 1 and all the estimated 
probabilities when yi=0 would have to be 0.  

Please see section VII. G. for Stata and SAS code for measuring 
goodness of fit when employing probit/logit models. 

 

H. Functional Form  

If the estimated model does not account properly for the 
relationship between the dependent variable and the explanatory 
variables, then the model suffers from a functional form 
misspecification.  Ramsey’s (1969) regression specification error 
test (RESET) is a method to detect general functional form 
misspecification, by adding polynomials in the OLS predicted 
values of the dependent variable to the original demand equation.  
For example, assume your demand equation takes the following 
form: 

 

y = B0 + B1X1 +… + BkXk + ei 

 

To implement RESET, researchers must choose how many 
functions of the predicted values for the dependent variable to 
include in a subsequent regression. Let ŷ denote the predicted 
values for the dependent variable in the above demand equation, 
then you can estimate a subsequent equation of the following 
form:  

 

y = B0 + B1X1 +… + BkXk + δ1 ŷ
 2 

+ δ2 ŷ
 3+ei 
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This equation is used to test whether or not the original demand 
equation missed any important nonlinearities.  The parameters of 
this equation are not of much interest.  The null hypothesis is that 
the original demand equation is specified properly.  Therefore, 
RESET is the F statistic for testing H0:  δ1 = 0, δ2 = 0 in the 
subsequent equation.  A significant F statistic suggests some type 
of functional form problem.  The F statistic is approximately F2, n-

k-3 in large samples under the null hypothesis.  A problem with 
RESET is that, if the model is rejected, there is no formal 
guidance on how to proceed.  In the end, other functional forms 
must be tested until the model is not rejected.  

Please see section VII. G. for Stata and SAS code for running 
Ramsey’s RESET procedure. 

 

I. Heteroscedasticity 

An important assumption when examining cross-sectional data is 
that of homoscedasticity.  The homoscedasticity assumption 
implies that the variance of the unobservable error, given the 
explanatory variables, is constant.  A violation of this assumption 
results in heteroscedasticity - the variance of the error term, 
conditional on the explanatory variables, is not constant.  While 
heteroscedasticity does not cause bias or inconsistency in the 
OLS parameter estimates, the statistics used to test hypotheses 
are not valid in the presence of heteroskedasticity.  That is, the 
OLS standard errors are not valid for constructing confidence 
intervals and t-statistics, the F- statistics are no longer F-
distributed, and the LM statistic no longer has an asymptotic chi-
square distribution.  

Two common tests for heteroscedasticity are the Breusch Pagan 
test and the White test.  Please see section VII. G. below for 
examples of how to run these tests in Stata and SAS.  If 
heteroscedasticity is detected, then heteroscedasticity-robust 
procedures should be used to adjust the standard errors in the 
equations that are estimated.  White’s (1980) heteroscedasticity-
robust standard error technique provides an excellent way to 
compute accurate t-statistics in the presence of heteroscedasticity 
of unknown form.  In fact, White’s (1980) heteroscedasticity-
robust standard error technique yields t-statistics that are 
asymptotically t-distributed whether or not heteroscedasticity is 
present.  

 



Economics of Tobacco Toolkit 

 

 59 

Policy Implication of Results 

 

Tobacco use imposes a large public health burden worldwide.  
Numerous studies from around the globe provide strong evidence 
that higher tobacco prices (which can be achieved by increases in 
tobacco taxation) are effective in reducing tobacco use and the 
health consequences that are associated with its use.  Despite this 
evidence, the use of tobacco taxes have been unevenly applied by 
countries.  It is possible that governments around the world do 
not know about existing research on the relationship between 
tobacco prices and tobacco consumption.  Alternatively, 
governments may not believe that the relationship between price 
and consumption quantified in other countries apply to their 
country.  The GATS data provides a unique opportunity for 
researchers in countries that are surveyed to conduct their own 
tobacco demand analyses and report the results to policy makers.  
This toolkit is intended to assist in such research endeavors. 

Given the destructive nature of tobacco, government justification 
of higher taxes can be made on purely public health grounds.  
Justification of tobacco taxation can also be made on economic 
grounds.  In economics, the principle of consumer sovereignty 
posits that consumers know what is in their best interest and they 
will consume products accordingly.  Consumer consumption 
decisions will result in the most efficient allocation of society’s 
resources, if individuals internalize all the benefits and costs of 
their decisions.  However, if there are market failures in tobacco 
consumption, then economic inefficiencies may result.  These 
market failures provide justification for government intervention 
on economic grounds.   

There are three types of market failures with respect to tobacco 
consumption.  First, individuals lack perfect information on the 
health hazards of smoking and tend to underestimate the risks of 
tobacco consumption.  While this lack of information is rampant 
in most low- and middle-income countries, there is an 
information failure among many individuals in high-income 
industrialized societies as well.  Some of the information failure 
likely stems from tobacco companies concealing information on 
the health consequences of consumption and the general long 
delay between start of consumption and disease formation.  
Moreover, many individuals may have a disconnect between the 
perceived severity of the health risks of tobacco consumption and 
their own personal vulnerability to those risks.   

Second, individuals lack perfect information on the risks of 
addiction.  Many adolescent smokers, in particular, 
underestimate their risk of addiction to nicotine.  While the two 
aforementioned information failures result in high internal costs 
of morbidity and mortality to smokers, smoking also imposes 
external costs on non-smokers.  These negative externalities 
include health costs from secondhand smoke, the nuisance value 
of exposure to secondhand smoke, greater risk of fire and 
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property damage, and other financial costs.  The other financial 
costs include nonsmokers paying higher taxes to finance 
government spending on treating tobacco related diseases as part 
of public health insurance and nonsmokers paying higher private 
health premiums as part of insurance pooling. 

Given the justification for government intervention in the 
tobacco market, it is essential for researchers around the world to 
quantify the impacts of price on the demand for tobacco in their 
countries.  This toolkit provides the details required to conduct 
demand analyses using the GATS data and will assist researchers 
in their efforts to quantify the relationship between price and 
tobacco consumption. 

 

How to Present Results to a Non-Expert Audience 

 

Once the results from the GATS demand equations are available, 
it is important to disseminate the findings of the analyses to all 
interested parties in the country, including policymakers, 
government agencies coordinating the tobacco control efforts,  
tobacco control advocates, the academic community, and others.  
Many of these parties will not have the technical skills (i.e. the 
economic theory or econometric skills) required to fully 
understand the analyses that were conducted.   

For these audiences, it is important to focus more on the policy 
implications of the research than on the econometric 
methodology that was employed to generate the estimates.  That 
being said, it is important to assure the non-expert audience that 
the results were generated using the most appropriate research 
methods and the results are valid.  Information that should be 
provided to non-expert audiences include: 

• A brief description of the objectives of the economic study. 

• A brief description of the GATS data.  Graphs may be used 
to plot the tobacco consumption data and the data from the 
key explanatory variables. 

• A brief description of the econometric methods used, with 
assurances that the techniques employed are sound and are 
based on best accepted practices. 

• A brief discussion of the impact of price on tobacco demand 
in simple and compelling terms.  Here, a clear definition of 
price elasticity of demand should be presented along with a 
table that presents the estimated price elasticities of demand.  
Also, it is good practice to provide an idea of the accuracy of 
the estimates. 

• A brief discussion of the policy implications of the research 
should be presented.  

• A discussion of issues raised during the current research 
endeavor that could be addressed in future research  
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Examples of STATA and SAS Code 

 

A. Making GATS data readable by Stata 
and SAS 

If the GATS data arrive in their simplest form, a rectangular 
ASCII dataset, it will need to be converted into a dataset that is 
readable by appropriate statistical software such as Stata and 
SAS.  A rectangular dataset consists of rows that correspond to 
observations on different individuals (where individuals are the 
unit of analyses using the GATS data) and one or more columns 
that correspond to variables in the data set. 

Reading a rectangular ASCII dataset in Stata 

Assume the GATS data arrive in their simplest form, as a 
rectangular ASCII dataset, and have a file name gats.raw.  You 
can copy the dataset to your computer to any directory. In the 
code below, it is assumed that the gats.raw dataset is copied to 
the C:\ directory.  For simplicity, assume that there are only 5 
variables in the dataset.  The first variable, ID, takes up columns 
1 through 5.  The second variable, gender, takes up column 6.   
The third variable, age, takes up columns 7 through 8.  The 
fourth variable, race, takes up columns 9 through 10.  And finally 
the fifth variable, region, takes up columns 11-25.  The first 4 
variables are numeric and the 5th variable, region, is a non-
numeric character variable.  In order to read this ASCII dataset 
into Stata, you could create a text file in your c:\ directory called 
gats.dct (i.e. c:\gats.dct) that includes the following commands: 

 infix dictionary using c:\gats.raw { 

  Id 1-5 

  Gender 6 

  Age 7-8 

  Race 9-10 

  str Region 11-25 

 } 

And then inside Stata type: 

  infix using c:\gats.dct 

This makes the raw ASCII data readable by Stata so that further 
analyses can be completed on the data using Stata.  Notice that 
the variable region has the letters “str” in front of it in the 
gats.dct file.  This lets Stata know that this variable will be a non-
numeric character variable. 

Creating dummy variables in Stata 
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Once the data are readable by Stata, further refinements of the 
data are easy to accomplish.  It is easy to create mutually 
exclusive but all-inclusive indicator variables (as discussed in the 
first half of this toolkit).  For example, if the “1” value of the 
Gender variable refers to males and the “2” value of the Gender 
variable refers to females, then you could create 2 mutually 
exclusive but all-inclusive dummy variables from the raw gender 
variable using the following syntax: 

 generate male=1 if Gender==1;          

   replace male=0 if male==.; 

 generate female=1 if Gender==2;          

   replace female=0 if female==.; 

 

Obviously, you would include only one of the two gender 
indicators in the regression to avoid perfect multicollinearity.  
The omitted indicator will be the benchmark with which the 
included indicator is compared. 

 

Reading a rectangular ASCII dataset in SAS 

Making the same assumptions about the GATS data as in the 
Stata example above, it is easy to make an ASCII dataset 
readable by SAS.  First create a text file in your c:\ directory 
called gats.sas (i.e. c:\gats.sas) that includes the following 
commands: 

 data readgats; 

    infile ‘c:\gats.raw’; 

 input Id 1-5 Gender 6  Age 7-8 Race 9-10 Region $11-
25; 

 run; 

 

This makes the raw ASCII data readable by SAS so that further 
analyses can be completed on the data using Stata.  The first line 
creates a temporary dataset entitled “readgats”.  The infile 
statement in the second line tells SAS which data file to use and 
where to find it.  The input statement tells SAS which columns 
represent which variables in the rectangular dataset.  Notice that 
the variable region has the “$” in front of it in the input 
statement.  This lets SAS know that this variable will be a non-
numeric character variable. 

Creating dummy variables in SAS 

Once the data are readable by SAS, further refinements of the 
data are easy to accomplish.  It is easy to create mutually 
exclusive but all-inclusive indicator variables (as discussed in the 
first half of the toolkit).  For example, if the “1” value of the 
Gender variable refers to males and the “2” value of the Gender 
variable refers to females, then you could create 2 mutually 
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exclusive but all-inclusive dummy variables from the raw gender 
variable using the following syntax: 

 if gender=1 then male=1; else male=0; 

 if gender=2 then female=1; else female=0;  

Obviously, you would include only one of the two gender 
indicators in the regression to avoid perfect multicollinearity.  
The omitted indicator will be the benchmark with which the 
included indicator is compared. 

 

B. Estimation of Probit and Logit Models in 
Stata and SAS 

Running Probit Models in Stata 

Probit models can be estimated with the following command in 
Stata: 

 

 Probit depvar [indepvars] [weight=var] [if exp] [in 
range] [, nolog or level(#) noconstant  cluster(varname) robust] 

 

where:  

depvar   is the dependent variable 

indepvars  is a list of explanatory variables 

weight   indicates that a weight can be attached to each 
observation.  Frequency weights (fweight=var), sampling 
weights (sweight=var), importance weights (iweight=var) are 
allowed where var is the name of the appropriate weight variable 
that is being employed. 

if and in  qualifiers that can be used to restrict the 
estimation sample.  For example if you want to estimate a model 
for just men, you could specify “if men==1” 

nolog    suppresses the iteration history 

level (#) specifies the confidence interval.  If researcher 
wants 90% confidence intervals for estimated coefficients, 
specify “level 90”. 95% is default.  

noconstant specifies that the model runs without an intercept 

cluster(varname) specifies that the observations are independent 
across the groups, specified by the unique value of variable 
“varname”, but not necessarily within groups. 

robust  indicates that robust variance estimates are to be 
used. 
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Running Logit Models in Stata 

Logit models can be estimated with the following command in 
Stata: 

 

 logit depvar [indepvars] [weight=var] [if exp] [in range] 
[, nolog or level(#) noconstant  cluster(varname) robust] 

 

The same options allowed in probit are also allowed in logit.  See 
description of options in probit. 

 

Marginal effects and elasticities in Stata 

Marginal effects can be calculated at the means of the 
independent variables by issuing the following command after 
either the probit or logit commands: 

 

 mfx compute 

 

Elasticities can be calculated at the means of the independent 
variables by issuing the following command after either the 
probit or logit commands: 

 

 mfx compute, eyex 

 

This command generates elasticities of the form ∂logy/∂logx. 

If the explanatory variables have been log-transformed, then 
specify the following command in Stata: 

 

 mfx compute, eydx 

 

This command generates elasticities of the form ∂logy/∂x. 

If the dependent variable has been log-transformed, then specify 
the following command in Stata: 

 

 mfx compute, dyex 

 

This command generates elasticities of the form ∂y/∂logx. 

 

Running Probit Models in SAS 

SAS requires you to sort the data (i.e. reorder the observations) 
so that the 1’s (smokers) come first, and the 0s (nonsmokers) 
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come second.   This is done using “proc sort”. The first line of 
the “proc sort” command just tells SAS which dataset we want to 
sort; the second line, “by descending smoker”, tells SAS that we 
want to sort  the variable “smoker” and that we want to sort it in 
a descending order. 

 

 SAS code: 

 proc sort data="c:\GATSdata";  

 by descending smoker; 

 run; 

 

Now that the dataset is sorted, you can run the probit models with 
the following command in SAS: 

 proc probit data="c:\GATSdata" order=data; 

   class smoker; 

   model smoker = independent variables; 

 run; 

 

The first line tells SAS to run a probit model and to use the 
GATSdata dataset which is located in directory c:\. The 
“order=data” tells SAS to use the order that the data are sorted in 
to determine which category is used as the base category in the 
model. On the next line the “class smoker” statement tells SAS 
that the variable smoker is categorical. PROC PROBIT requires 
that the class statement comes before the model statement. The 
line that begins with the word "model" tells SAS that the model 
to be estimated is smoker predicted by all the independent 
variables to the right of the “=” sign.  “run” tells SAS to execute 
the probit regression. 

 

Running Logit Models in SAS 

Logit models can be estimated with the following command in 
SAS: 

 

 proc logistic data=" c:\GATSdata " descending; 

   model smoker= independent variables; 

 run; 

 

Unlike the PROC PROBIT command in SAS that requires you to 
sort the data before issuing the PROC PROBIT command, the 
proc logistic command in SAS allows you to specify a 
“descending” option.  The descending option model smokers 
being equal to 1.  If the descending option is not selected, than 



Economics of Tobacco Toolkit 

 

 66 

PROC LOGISTIC would model smokers being equal to zero and 
the results would be completely reversed. 

 

Marginal effects and elasticities in SAS 

Marginal effects for distributions such as probit and logit can be 
computed with PROC QLIM and using the MARGINAL option 
in the OUTPUT statement.  For example, the following 
commands estimate a model with the dependent variable, 
smoking, as a function of 3 independent variables price, income, 
and age: 

 

 proc qlim data==" c:\GATSdata "; 

 model smoking = price income age / discrete (d=probit); 

 output out=meout marginal; 

 run; 

 quit; 

 

Here, the discrete option specifies the discrete nature of the 
dependent variable.  The d=probit option specifies the use of the 
probit distribution.  Alternatively, select d=logistic for the logit 
model.  The marginal option in PROC QLIM evaluates marginal 
effects for each observation.  In the output dataset, meout, 
Meff_P2_price refers to the marginal effect of price on the 
probability of smoking=1, whereas, Meff_P1_price refers to the 
marginal effect of price on the probability of smoking=0.   

To evaluate the average marginal effect, it is best to use the 
average marginal effect at each observation and then to calculate 
the sample average of individual marginal effects to obtain the 
overall average marginal effect.  Since the PROC QLIM outputs 
the marginal effects computed at each observation in the dataset, 
in order to obtain the overall marginal effects of price, income, 
and age, use the following proc means command: 

 

 Proc means data-=meout n means; 

 var Meff_P2_price Meff_P2_income Meff_P2_age; 

 run; 

 quit; 

 

To calculate the prevalence price elasticity of demand, multiply 
the average marginal effect derived from PROC QLIM by the 
average price divided by the average smoking prevalence rate in 
the sample.   
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Running a log-linear model in Stata 

 

First, create the natural log of the dependent variable using the 
following syntax: 

 

 gen lnsmoke=ln(smoke) 

 

Then regress the log transformed dependent smoking variable on 
the explanatory variables using the following syntax: 

 

 regress depvar [indepvars] [weight=var] [if exp] [in 
range] [, nolog or level(#) noconstant  cluster(varname) robust] 

 

A description of the options above can be found in the discussion 
of the probit model above. 

To calculate the marginal effects, issue the following command 
after the regression statement: 

 

 mfx compute  

 

To calculate the elasticities, issue the following command after 
the regression statement: 

 

 mfx, dyex 

 

This command generates elasticities of the form ∂y/∂logx. 

 

Running a log-linear model in SAS 

 

First, create the natural log of the dependent variable using the 
following syntax: 

 

 lnsmoke=log(smoke); 

 

Then regress the log transformed dependent smoking variable on 
the explanatory variables using the following syntax: 

 

 proc reg data="c:\GATSdata";  

 model lnsmoke = indepvars; 
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The marginal effect of price on number of cigarettes consumed is 
simply the coefficient on price multiplied by the sample mean of 
the number of cigarettes consumed.  The price elasticity of 
demand evaluated at the mean is simply the coefficient of price 
multiplied by the sample mean Price. 

 

Running a GLM model in Stata 

 

The following syntax runs a GLM with a natural log link and a 
Gaussian distribution in Stata: 

 

 glm depvar [indepvars] [if] [in] [weight=var] , 
family(gaussian) link (log) 

 

family(familyname) specifies the distribution of the dependent 
variable.  The Gaussian distribution was selected above.  Other 
exponential distributions are also available including inverse 
Gaussian, Bernoulli/binomial, Poisson, negative binomial, and 
gamma.  

link(linkname) specifies the link function.  A log link was 
specified above, but other link functions are available including: 
identity, logit, probit, cloglog, power, odds power, negative 
binomial, log-log, and log-complement.  See description of 
options in probit for other options. 

 

Marginal effects and elasticities in Stata 

Marginal effects can be calculated at the means of the 
independent variables by issuing the following command after 
the GLM  commands: 

 

 mfx compute 

 

Elasticities can be calculated at the means of the independent 
variables by issuing the following command after either the 
probit or logit commands: 

 

 mfx compute, eyex 

 

This command generates elasticities of the form ∂logy/∂logx. 
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Running a GLM model in SAS 

The following syntax runs a GLM with a natural log link and a 
Gaussian distribution in SAS: 

 

 proc genmod; 

 model depvar = indepvars / dist=normal link=log; 

 run; 

 

dist= specifies the distribution of the dependent variable.  The 
Gaussian distribution was selected above.  Other exponential 
distributions are also available including inverse Gaussian, 
binomial, Poisson, and gamma.   

link(linkname) specifies the link function.  A log link was 
specified above, but other link functions are available including: 
identity, logit, probit, cloglog, and power.  

The SAS output file will contain a table entitled Criteria For 
Assessing Goodness Of Fit.  Here you will find the AIC which 
can be used to compare models.  Remember, the models with the 
smaller AIC fit the data better than the models with larger AIC. 

 

C. Pooling Data From Multiple Countries in 
a Region 

Assume that you have two datasets, one for country 1 and one for 
country 2, and that both reside in your C:\ directory.  Further 
assume that each dataset has a variable called country that takes 
on the same value for all observations in country 1 and a 
different value for all observations in country 2.  In Stata you can 
issue the following commands to merge the two datasets: 

 

 use c:\country1.dta 

 append using c:\country2.dta 

 

In SAS, you can issue the following commands to merge the 
datasets: 

 

 proc append base=country1 data=country2; 

 run; 
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D. Two Stage Least Squares  

Stata 

The following command will run a two-stage least squares 
regression in Stata: 

 

 ivreg smoker var1 var2 var3…varn (price=tax) 

 

where: smoker is the dependent variable, var1 -  varn is a list of 
all the exogenous variables in the model, price is the variable that 
is endogenous, and tax is the instrumental variable.  

 

SAS 

The following command will run a two-stage least squares 
regression in SAS: 

 

 proc syslin 2sls; 

 endogenous price; 

 instruments tax var1 var2 var3…varn; 

 model smoker = price var1 var2 var3…varn; 

 run; 

 

where: smoker is the dependent variable, var1 -  varn is a list of 
all the exogenous variables in the model, price is the variable that 
is endogenous, and tax is the instrumental variable. 

 

E.  Subpopulation Estimates 

Stata 

It is easy to estimate a demand equation for a certain 
subpopulation in Stata using the “if” qualifier in the regression 
statement.  For example, if you want to estimate a smoking 
prevalence equation on females only, then you could issue the 
following command: 

  

 logit depvar indepvars if female==1; 

 

SAS 

It is easy to estimate a demand equation for a certain 
subpopulation in SAS using the “BY” statement. You can specify 
a BY statement with PROC REG to obtain separate analyses on 
observations in groups defined by the BY variables. When a BY 
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statement appears in a regression statement, SAS expects the 
input data set to be sorted in the order of the BY variables.  
Researchers can sort the data using a by statement before issuing 
a regression statement.  For example, if you want to estimate a 
separate smoking prevalence equation by gender, then you could 
issue the following commands: 

 

 proc sort; 

 by female; 

 run; 

 proc logistic descending; 

   model smoker= independent variables; 

 by female; 

 run; 

 

F. Survey Design  

 

Stata 

The svyset command tells Stata that the data that will be 
employed are complex survey data.  When using svyset, you tell 
stata that certain variables in the dataset contain information on 
the survey design, and specifies the default method for variance 
estimation. 

 

The basic syntax for a single stage design takes the form: 

 

 svyset [psu] [weight] [,design options options] 

 

The basic syntax for a multiple-stage design takes the form: 

 

 svyset [psu] [weight] [,design options] [|| ssu, design 
options] … [options] 

 

psu is the name of the variable that contains identifiers for the 
primary sampling units (clusters).  Use _n to indicate that 
individuals were randomly sampled – if there is no cluster 
sampling. 

ssu is the name of the variable that contains identifiers for 
sampling units (clusters) in subsequent stages of survey design.  
Use _n to indicate that individuals were randomly sampled 
within the last sampling stage. 
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An example of a single stage finite-population correction for 
sampling without replacement when identifying the sampling 
weights (i.e weight), PSU (i.e psuid) and strata (i.e. stratid), 
where Nh is the number of PSUs per strata, follows: 

 

 svyset psuid [pw=weight], strata(stratid) fpc(Nh) 

 

An example of a single stage design when assuming sampling 
with replacement and identifying the sampling weights (i.e 
weight), PSU (i.e psuid) and strata (i.e. stratid) the svyset 
command follows: 

 svyset psuid [pw=weight], strata(stratid)  

 

An example of clustered sampling in two stages stratified in the 
first stage, sampling without replacement in the first stage and 
sampling with replacement in the second stage where the 
sampling weights (i.e pw), PSU (i.e su1), sampling unit in the 
second stage (i.e. su2), strata (i.e. stratid) the svyset command 
follows: 

 

 svyset su1 [pweight=pw], strata(strata) fpc(fpc1) || su2  

 

Once the sampling design features of the data have been 
designated with svyset, you can then perform multivariate 
regression analyses.  For example, you can issue the following 
command after the svyset command to run ordinary least squares, 
logistic, probit, instrumental variables, and generalized linear 
model regressions, respectively: 

 

 svy: regress depvar indepvars 

 svy: logistic depvar indepvars 

 svy: probit depvar indepvars 

 svy: ivreg depvar indepvars (price=tax) 

 svy: glm depvar indepvars, family(gaussian) link (log) 

 

SAS 

SAS has fewer capabilities for handling complex survey sample 
designs than Stata.  Nonetheless, SAS can estimate ordinary least 
squares regressions and logistic/probit regressions taking into 
account the sample design.  The basic syntax for an OLS 
regression follows: 

 

 proc surveyreg; 

 strata strata1 strata2; 
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 cluster su1 su2;  

 weight weight; 

 class var1 … varn 

 model depvar indepvars; 

 run; 

 

The PROC SURVEYREG statement invokes the surveyreg 
procedure.  If the analysis includes a finite population correction 
factor, you can input either a sampling rate using R= or the 
population total using N= option.  The strata statement lists the 
variables that form the strata in a stratified sample design.  The 
cluster statement specifies cluster identification variables in a 
clustered sample design.  Note, if there is a strata statement and a 
cluster statement, then the clusters are nested within strata.  The 
weight statement specifies the sampling weight variable.  The 
class statement allows you to use categorical classification 
variables as explanatory variables in the model.         

The basic syntax for a logit regression follows: 

 

 proc surveylogistic 

 strata strata1 strata2; 

 cluster su1 su2;  

 weight weight; 

 class var1 … varn 

 model depvar indepvars; 

 run; 

 

The PROC SURVEYLOGISTIC statement invokes the 
surveylogistic procedure.  If the analysis includes a finite 
population correction factor, you can input either a sampling rate 
using R= or the population total using N= option.  The strata 
statement lists the variables that form the strata in a stratified 
sample design.  The cluster statement specifies cluster 
identification variables in a clustered sample design.  Note, if 
there is a strata statement and a cluster statement, then the 
clusters are nested within strata.  The weight statement specifies 
the sampling weight variable.  The class statement allows you to 
use categorical classification variables as explanatory variables in 
the model.         

SAS can also estimate a probit model taking into account 
complex survey sample design.  Researchers can invoke the same 
surveylogistic commands as above, but in the model statement 
add a link=probit option such as: 

  

 model depvar indepvars /link=probit; 
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G. Diagnostic Tests and Model 
Specification  

 

Endogeneity 

Hausman’s test - Stata 

First, estimate a two-stage least squares equation of the following 
form: 

 

 ivreg smoker var1 var2 var3…varn (price=tax) 

 predict p1 

 estimates store ivreg 

 

where: smoker is the dependent variable, var1 -  varn is a list of 
all the exogenous variables in the model, price is the variable that 
you are testing for endogeneity, tax is the instrumental variable, 
p1 are the fitted values. 

Next estimate an OLS equation with price as exogenous: 

 

 regress smoker price var1 var2 var3…varn 

 predict p2 

 

Next, issue the following command to run the Hausman test: 

 

 hausman ivreg . , constant sigmamore 

 

If there is a significant difference between the IV and OLS 
coefficients, then OLS is an inconsistent estimator of the 
smoking equation.  The reason for the inconsistent estimator is 
the endogeneity of price. 

 

Hausman’s test - SAS  

First regress all the exogenous variables and tax on cigarette 
price 

  

 proc reg; 

 model price =  var1 var2 var3…varn tax; 

 output out=pricepredict p=predprice r=priceresidual; 
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Next regress all the exogenous variables, price, and the residuals 
from the price equation above on smoking: 

 

 proc reg; 

 model smoker = price var1 var2 var3…varn 
priceresidual; 

  run; 

 

If the coefficient on priceresidual is significant, then the 
Hausman test suggests that you can reject the null hypothesis that 
there is no simultaneity.  

 

Sargan’s test for over-identifying restrictions - Stata 

After you run the following two-stage least squares equation: 

 

 ivreg smoker var1 var2 var3…varn (price=tax 
instrument2 instrument3) 

 

issue the following command to generate Sargan’s tests of 
overidentifying restrictions 

 

estat overid 

 

Basmann’s test for over-identifying restrictions - SAS 

In the model statement below, include  “/ overid” to obtain 
Basmann’s test for over-identifying restrictions:  

 

 proc syslin 2sls; 

 endogenous price; 

 instruments tax instrument2 instrument3 var1 var2 
var3…varn; 

 model smoker = price var1 var2 var3…varn / overid; 

 run; 

 

F-test for weak instruments - Stata  

After you run the following two-stage least squares equation: 

 

 ivreg smoker var1 var2 var3…varn (price=tax 
instrument2 instrument3) 
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issue the following command to run an F test for weak 
instruments 

 

estat firststage  

 

Multicollinearity 

Variance Inflation Factor (VIF) calculation in Stata 

After an OLS regression is run, issue the following command: 

 

 estat vif 

 

Variance Inflation Factor (VIF) calculation in SAS 

In the OLS model statement add / vif at the end: 

  

 proc reg; 

 model smoker = price var1 var2 var3 / vif; 

  run; 

 

Functional Form 

Ramsey Regression Specification Error Test in Stata 

After an OLS regression is run, issue the following command: 

 

 estat ovtest 

 

Ramsey Regression Specification Error Test in SAS 

In the OLS model statement add / vif at the end: 

 

 proc reg; 

 model smoker = price var1 var2 var3 / RESET; 

  run; 

 

Heteroscedasticity 

Breusch-Pagan – Stata 

After an OLS regression is run, issue the following command: 

 

 estat hettest  
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White – Stata 

After an OLS regression is run, issue the following command: 

 

 estat imtest, white  

 

Breusch-Pagan – SAS 

In the OLS model statement add / SPEC at the end: 

 

 proc reg; 

 model smoker = price var1 var2 var3 / SPEC; 

  run; 

 

White – SAS 

In the OLS model statement add / SPEC at the end: 

  

 proc reg; 

 model smoker = price var1 var2 var3 / SPEC; 

  run; 
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VI. Appendix: Construction of 
Basic Economic Variables 

In this section we explain how to extract basic economic data 
(prices and quantities) and prepare this data for the purposes of 
analysis and deriving policy implications.  The primary focus is 
on manufactured cigarettes, but the procedures outlined here can 
also be employed to undertake economic analysis of other 
tobacco products.  This portion of the toolkit is aimed at analysts 
and statisticians who are acquainted with SAS and/or Stata.   

We recommend that a statistical package such as SAS or Stata be 
used to assist in the analysis of the data.  The use of such 
statistical packages is necessary for calculating basic statistics 
such as means and standard deviations as well as for more 
complicated procedures such as stratifying by SES categories.   
These statistical packages are also necessary for estimating 
cigarette demand equations. 

We suggest that as a first step, analysts create a SAS (or Stata) 
data set from the raw GATS survey data.  We have suggested 
some ways to code the data as either SAS or Stata.  We then turn 
to issues of analysis.  We assume that the reader has some 
experience with SAS or Stata (or similar statistical software 
packages).  

Also note that questions in the GATS will typically have 
"Refused" response values as well as "Don't Know" response 
values.  For constructing indicator variables, it's important to 
keep track of these responses depending on if you want to 
include or exclude  these "missing values".  For example, in the 
dichotomous variable construction you may want to include 
"Refused" values in the null 0 instead of excluding them 
completely from the indicator.  

 

Demographic and Socioeconomic Status 
Indicators 

The basic socioeconomic status indicators are in questions A01- 
A06.  These questions can be linked to basic economic questions 
about manufactured cigarettes to determine how patterns of 
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cigarette use differ by gender, age, education and employment 
status.  There is a significant literature that suggests that the price 
paid and quantities consumed differ across socioeconomic groups 
and by gender.  Differences can have important policy 
implications for the design of tobacco control policies.  

Here are some of the basic indicators as they appear in the GATS 
survey.  

 

A01: Gender 

We suggest creating a variable GENDER.  To make 
interpretation of regression q coefficient more transparent, the 
variable GENDER should be a dichotomous  variable equal to 
0 or 1:  

 

 GENDER = 0, if A01 = 1 

 GENDER = 1, if A01 = 2 

 

A03: Age 

Create a variable AGE = A03 in the GATS data set.  Note that 
age can also be constructed by using A02a and A02b.  

For the purpose of generating cross tabulation, we also suggest 
the creation of a second age variable, AGE1, defined as follows:  

 

 AGE1 = 1, if AGE 18≤  

 AGE1 = 2, if 19 ≤  AGE 23≤  

 AGE1 = 3, if 24 ≤  AGE 30≤  

 AGE1 = 4, if 31≤  AGE 40≤   

 AGE1 = 5, if 41 ≤  AGE 50≤  

 AGE1 = 6, if 51≤  AGE 60≤  

 AGE1 = 7, if 61≤  AGE  

 

A04: Educational Attainment. The categories for educational 
attainment will vary from country to country.  This particular 
categorization is meant to be only illustrative. 

 

      No Formal Schooling 1 

      Less Than Primary Schooling Completed (less than 6 years) 2 

      Primary School Completed 3 

      Less than Secondary School Completed (less than 8 years) 4 

      Secondary School Completed 5 

      High School Completed 6 
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      College/University Completed 7 

      Post Graduate Degree Completed 8 

 

There are at least two ways to code this data.  Create a variable 
EDUCATION and code as follows:  

 

 EDUCATION = 1, if A04 = 1 

 EDUCATION = 2, if A04 = 2 

 EDUCATION = 3, if A04 = 3 

 EDUCATION = 4, if A04 = 4 

 EDUCATION = 5, if A04 = 5 

 EDUCATION = 6, if A04 = 6 

 EDUCATION = 7, if A04 = 7 

 EDUCATION = 8, if A04 = 8 

 

An alternative is to create a variable EDUCATIONX coded as 
follows:  

 

 EDUCATIONX = 0, if A04 = 1 

 EDUCATIONX = 3, if A04 = 2 

 EDUCATIONX = 6, if A04 = 3 

 EDUCATIONX = 7, if A04 = 4 

 EDUCATIONX = 8, if A04 = 5 

 EDUCATIONX = 12, if A04 = 6 

 EDUCATIONX = 16, if A04 = 7 

 EDUCATIONX = 19, if A04 = 8 

 

Here we have used the midpoint of the years of schooling to code 
EDUCATIONX which may make regression coefficients more 
easily interpreted.   The appropriate midpoint may differ from 
country to country and suitable adjustments should be made to 
the coding of EDUCATIONX.  

 

A5: Employment Status. The categories for employment status 
will vary from country to country.  This particular categorization 
is meant to be only illustrative.  The researcher may have to 
adapt employment status variables to the particularities of 
individual countries.  

 

 Employed: 1-3 
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  Government (1)  

  Non-Government (2) 

  Self Employed (3) 

 

 Not in the Labor Market 4-6, 8 

  Student (4) 

  Homemaker (5) 

  Retired (6) 

  Disabled (8) 

 

 Unemployed 7 

 

We suggest that the analysts construct several employment 
related variables:  

 

EMPLOYED = 1 if A05 = 1 or A05 = 2 A05 = 3; otherwise 
EMPLOYED = 0 

UNEMPLOYED = 1 if A05 = 7; otherwise UNEMPLOYED = 0 

NOTINLABMRKT = 1 if A05= 5,6, or 8; otherwise 
NOTINLABMRKT = 0 

STUDENT = 1, if A05 = 4; otherwise STUDENT = 0 

  

For the purposes of stratification by employment status, we 
suggest that a single variable 

EMPSTATUS be created as follows:  

 EMPSTATUS = 1, A05 = 1 or A05 = 2, A05 = 3  

 EMPSTATUS = 2, if A05 = 7 

 EMPSTATUS = 3, if A05 = 4 

 EMPSTATUS = 4, A05 = 5 or A05 =6 or A05= 8 

 

Here we have created a separate category for student.  

 

Current Smoking Status 

Current smoking status is indicated by question B01.  We suggest 
coding question B01 with three dichotomous variables:  

 

DAILYSMKR = 1, if B01 = 1, and DAILYSMKR = 0, if B01 is 
not equal to 1 (otherwise) 
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SOMTIMSMKR = 1, if B01 = 2, and SOMTIMSMKR = 0, B02 
is not equal to 2 (otherwise). 

NONSMKR = 1, if B01 = 3, and NONSMKR = 0, if B02 is not 
equal to 3.  

MISSINGSMKR = 1, if B01 = 7  or B01 = 9 and 
MISSINGSMKR = 0 if B01 is notequal to 7(otherwise) or 9 
(refused) (otherwise) 

 

The GATS survey asks daily smokers what type of tobacco 
products they smoke.  This is question B06.  

 

Use of Particular Tobacco Products 

Question B06a asks daily smokers if they smoke manufactured 
cigarettes on a daily or weekly basis.  We suggests coding this 
variable as follows.   

 

DAILYCIG = B06a, if B06a does not equal 888 (code for weekly 
but not daily use) or 999 (refused) 

DSWKLYCIG = 7*B06a.  

 

We also suggest constructing a dichotomous indicator variable 
for daily use of manufactured cigarettes.  

 

USECIGDAILY = 1, if B06a does not equal zero or 888 or 999; 
otherwise USECIGDAILY = 0  

 

Question B6 also includes the use of hand-rolled cigarettes, 
kreteks, pipes of tobacco, cigars (including cheroots or 
cigarillos), and water pipe sessions.  For each of these products, 
three variables which parallel the variables constructed for 
manufactured tobacco can be constructed from the raw GATS 
data for question B06b-B06f:  in particular, a variable that reports 
daily use, a variable that reports weekly use and an indicator 
variable for daily use.  

 

Question B010a asks less than daily smokers (LDS) if they 
smoke manufactured cigarettes (CIG) on a weekly basis (WK).  
We suggest coding this variable as follows.   

 

LDSWKCIG = B10a if B10a does not equal 888 or 999; if B10a 
= 888 or 999,  the data should be treated as missing.  In SAS this 
would be LDSWKCIG = '.', if B10a = 888  The code 888 
indicates that individual has used the product with the last 30 
days but not in the last week, but a quantity is not supplied. 
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We also suggest constructing a dichotomous indicator variable 
for weekly use of manufactured cigarettes.  

 

LDSCIGWKLY = 1, if B10a does not equal zero or 888 or 999; 
otherwise LDSCIGWKLY = 0  Also B06a = 888 and B06a1 not 
equal to 0 or 999. 

 

Question B10 also includes the use of hand-rolled cigarettes, 
kreteks, pipes of tobacco, cigars (including cheroots or 
cigarillos), and water pipe sessions.  For each of these products, 
three variables which parallel the variables constructed for 
manufactured tobacco can be constructed from the raw GATS 
data for question B06b-B06f.   In particular a variable that 
reports daily use, a variable that reports weekly use and an 
indicator variable for daily use can be constructed for each of 
these tobacco products.  

 

Price Data for Manufactured Cigarettes   

The most basic economic information about smoking is the price 
that individuals pay for tobacco products.  The GATS survey 
asks those who purchase manufactured cigarettes what price they 
paid the last time they bought cigarettes.  To obtain a meaningful 
estimate of the average price of cigarettes, prices reported by 
individuals have to be consumption weighted.  We explain this 
below. 

 

Price of Manufactured Cigarettes 

To facilitate comparisons across individuals, regions and 
countries, price has to be reported on the basis of a uniform unit 
(sticks, packs, per hundred, or cartons).  Two widely used 
measures are price per 100 cigarettes or price per pack (where a 
pack has 20 cigarettes).   

 

Question F01, Section F (Economics - Manufactured Cigarettes).  
This gives the number  of units of cigarettes bought at the last 
time of purchase.   The question F01b also designates  the unit of 
the purchase:  sticks, pack or cartons or other.  F01d gives the 
number of cigarettes in each unit. We suggest that this variable 
be coded as QTYPURCHASED (quantity purchased).  

To make this calculation, we first need to construct an indicator 
variable for the type of unit purchased.  Question F01b also asks 
the unit (loose cigarettes, packs, cartons and other) purchased.  
The exact coding will depend on how the raw data is entered.  If 
there is a separate field for unit (essentially F01a), then  
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UNIT = F01b, where 1 is cigarettes, 2 is packs, 3 is cartons and 4 
is other.  

 

We suggest generating three dichotomous variables for loose 
cigarettes (LCIGRTTES), packs (PACK) and cartons 
(CARTON).  

 

LCIGRTTES = 1 if UNIT = 1, equal to 0 otherwise  

PACK = 1, if UNIT = 2, equal to 0 otherwise 

CARTON = 1, if UNIT = 3, equal to 0 otherwise. 

OTHER = 1, if UNIT = 4, equal to 0 otherwise.   

 

Question F01d asks the respondent how many cigarettes are in 
the unit purchased.  This is multiplied by the units purchased to 
determine the number of cigarettes purchased.  

 

QTYPURCHASED = F01b*F01d if Unit = 2, 3, 4 and  

QTYPURCHASED = F01b if Unit = 1 

 

Question F02 asks the interviewee how much money was paid 
for this purchase.  We suggest coding a variable PAID = F02 if 
F02 does not equal 999; if F02 = 999, then PAID should be 
coded as a missing variable ('.' In SAS).  

Note that the code for missing value (999) will vary from country 
to country due to different currencies.  

 

The next step is to determine the price per hundred packs.  We 
suggest coding this as PRICE100 

 

PRICE100 = PAID*(2000/QTYPURCHASED)   

 

In terms of the GATS questions, this is F2 multiplied by 100/F1. 

 

Price per hundred packs = (Question F2)*2000/(Question F1) 

 

To obtain the price per 20 (One pack), requires a slight 
modification of the formula above:  

 

PRICEPACK = PAID*(20/QTYPURCHASED)   
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Example: If the individual bought 10 cigarettes and paid 5 
francs, then the price per hundred packs would be  

 

 5*(2000/F1)=price per hundred  

 = 1000 francs/per hundred.  

 

The price per pack would be  

 

 5*(20/F1)=price per hundred  

 = 10 francs/per hundred.  

 

Average Price per 100 Cigarettes 
(Consumption-Weighted)  

To obtain the average price of a pack or 100 packs for a region or 
country, prices need to be consumption-weighted.  Each daily 
smoker is asked how many manufactured cigarettes he or she 
smokes per day.  The answer is coded as question B06 (a) (page 
14 of the GATS survey).  For less than daily smokers who smoke 
at least weekly, the relevant variable is B10(a).  

A data set should be extracted from the principle data set which 
consists of those that smoke either daily or weekly.  To 
determine quantity, two variables need to be constructed.  

Quantity is on the basis of weekly cigarette consumption.  There 
are two groups: daily smokers and less than daily smokers.  

 

The variable LDSWKLYCGRTS (Less than daily smoker, 
weekly cigarettes) equals zero if the individual is a daily smoker.  
Otherwise  LDSWKLYCGRTS = B10a.  

 

Then, a new variable QUANTITY should be defined:  

 

QUANTITY = DSWKLYCIGS +LDSWKCIGR 

 

QUANTITY is used to weight the price variable in computing 
the consumption-weighted price.  

Weights are constructed as follows:  The weight for observation i 
is  

 

 i

i

QUANTITY
w

QUANTITY
=
∑
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The consumption weighted average price for 100 packs is then 
just 

 

 AVGPRICE100 = PRICE100
i

w∑  

 

The average price per pack is:  

 

 AVGPRICEPACK = PRICEPACK
i

w∑  

 

In SAS, the PROC MEANS function will automatically compute 
weighted means if the statement WEIGHT QUANTITY is added 
to means procedure; the exact details of how to do this are 
available in SAS manuals.  
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