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Evaluation of Efficiency in Interpretation
of Chest X-ray Films

J0RGEN NYBOE, cand. act.'

Because of the inaccuracy inherent in mass chest radiography it would be desirable to
have the chest films examined by the most efficient interpreters and to apply the film
material that permits the most efficient interpretation. But before this can be achieved a
methodfor an objective evaluation of efficiency must be developed.

In the present paper a method is suggestedfor evaluating the efficiency ofone important
activity in film interpretation-namely, the determination of whether or not there is an
abnormal opacity in a chest X-ray film. A test procedure is described that may be usedfor
collecting the required data in respect of difjerent interpreters and different types offilm
material. A discussion of the test data is presented and a method of analysis suggested. It
is hoped that the general considerations concerning diagnostic efficiency given in this paper
may be useful in the development of methods for evaluating other diagnostic procedures.

INTRODUCrION

One of the most important purposes of mass chest
X-ray examination is to detect the persons in the
population who suffer from pulmonary tuberculosis
or other lung diseases. To this end the film inter-
preter will examine the chest films in an attempt to
identify those that contain abnormal opacities. This
activity of the interpreter-i.e., the separation of the
films into those containing abnormal opacities and
those not containing such opacities-is the subject
of the present paper. For want of a better word this
activity will be called diagnosis in the following, but
it is not diagnosis in the proper sense of the word
because normally the etiology of the disease cannot
be established without further examination. It is,
however, a fundamental part of diagnosis, because
the result will determine which persons are submitted
to further examination and which persons are not.
The investigations of Yerushalmy and collabora-

tors have clearly shown that the determination of
whether or not there is an abnormal opacity in a
chest X-ray film is not an accurate procedure
(Birkelo et al., 1947; Yerushalmy et al., 1950). Even
experienced film interpreters will sometimes miss an
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abnormality and they will also sometimes see an
abnormality where no abnormality exists. This is not
difficult to understand. The normal chest X-ray film
presents a very complicated pattern of different
shapes in different degrees of blackening, and it
requires great attention to detect on this complex
background the often small and subtle opacities
that signify a lung disease. It also requires good
judgement to decide whether a small dimness
observed in a film reflects a lung lesion or whether it
is merely a variation of the normal pattern.

In the light of these difficulties it is no wonder that
diagnostic errors cannot be avoided, but it is
obviously desirable to try to reduce the frequency of
the errors as much as possible. As the probability
of a correct diagnosis depends partly on the ability
of the interpreter and partly on the suitability of the
film, it would appear that the frequency of diagnostic
errors could be reduced to a minimum, if it were
possible to select the most efficient interpreters and
the most efficient film techniques.
The author has therefore taken up the problem of

developing a test of diagnostic efficiency, in the first
instance a test intended for comparison of the
efficiency of different interpreters. As a beginning,
and in order to learn something about the require-
ments of a test, it is obviously profitable to consider
the question: What is diagnostic efficiency? An
X-ray film interpreter's efficiency is often judged by
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the frequency of opacities detected by him; the
higher this frequency, the better he is considered to
be. Although this may sound plausible, it is a one-
sided view because if this were the only criterion,
anybody could be a first-class diagnostician: by
simply recording an opacity in all films examined one
would be sure never to miss a case. It appears from
this banal observation that diagnostic efficiency
depends not only on the interpreter's ability to
detect opacities but also on his ability to exclude the
films that show no opacity. It follows that a good
test should cover both abilities, i.e., both films with
opacities and films without opacities should be
presented to the person under test and the frequen-
cies of errors in both categories of films should be
measured. It also follows that the evaluator who
judges the observations made during a test must
know where opacities do exist and where they do not
exist.
A test procedure that fulfils these conditions is

described in the first section of the paper. Once a
test procedure has been developed, the problem of
analysing the test data immediately presents itself
and this problem is dealt with in the second section.
As the problems involved in a comparison of the
efficiency of different interpreters in many ways
resemble the problems of comparing the efficiency of
different film materials, it would seem possible that
the methods developed could also be used for the
latter purpose. This possibility is discussed in ihe
last section of the paper.

PROPOSED TEST PROCEDURE

General principles
A test for comparison of the efficiencies of

different X-ray interpreters will consist in asking the
persons to be tested to examine a certain film
material and in using their observations for charac-
terizing the efficiency of each person. As akeady
mentioned in the introduction, it is necessary that
the correct result of examination of the test film
material is known to the evaluator, because other-
wise he cannot establish how often the persons
tested were wrong or what sort of mistakes they
made. This implies that the evaluator must know
for certain, for each film presented in the test, that
there is an abnormality in this place but not in that.

This condition is not fuffilled in routine films
taken for the purpose of examining a section of the
general population or persons attending a chest
clinic. If an X-ray interpreter insists that he does

see or does not see an opacity in a routine film, it is
difficult indeed to disprove or confirm his statement.
Full certainty can only be obtained by surgical
intervention and that is seldom a practical possibility.
The problem may, however, be overcome by

means of a test procedure that comprises the use of
specially prepared test films and a special method of
examination. The general features of such a test
procedure are:

(a) The test films are divided into a number of
small fields by photographing on to the films a
grid of horizontal and vertical lines.

(b) Persons with " apparently normal lungs " are
used for the test films, but one or more fake phan-
toms are placed between the persons X-rayed and
the fluorescent screen during exposure. The phan-
toms should all be of approximately the same shape
and almost as large as the small fields mentioned
above, and they should always be located within the
limits of the small fields.

(c) Before a person is tested he is shown an X-ray
film of the phantoms and he is requested only to
look for and record opacities resembling those
produced by the phantoms.

(d) While being tested the person will not examine
the whole of the test films, but a number of small
fields, some with and some without phantom opaci-
ties, are pointed out to him and his task is to decide
whether or not there is an opacity of the specified
size and shape within each of these small fields.

The use of phantoms that produce opacities
resembling those cast by lung infiltrates was first
proposed and applied by Nielsen & Nocchis, and is
a device that will obviously permit the evaluator to
establish the extent of underdiagnosis (non-recording
of existing opacities). By means of the test outlined
above he will, however, also be able to measure the
extent of overdiagnosis (recording of non-existing
opacities). By tabulating how often an opacity was
recorded in the small fields not containing a phantom
opacity he will obtain a nearly accurate expression of
the extent of overdiagnosis, because there will be
little risk that the person X-rayed had a lung lesion
producing an opacity of the same size and shape as
the phantoms and within one of the small fields
examined. Moreover, what slight risk there is may
be further reduced by photographing only tuberculin-
negative persons on the test films.
By means of the procedure described above, the

evaluator can thus obtain complete information
about the extent and kinds of errors made during a
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test. The test procedure has, however, certain
limitations. It deals with an X-ray interpreter's
ability to determine whether or not there is an opacity
within a specified field of a chest X-ray film and
information concerning this point does not provide
a complete picture of the interpreter's efficiency.
Diagnostic efficiency depends also upon the careful
scanning of the films in a systematic way so that no
area of the lung fields is left out, and this latter
aspect is obviously not dealt with in the above test
procedure. But then, it would hardly be worth while
to include this aspect in a test, because one could
not be sure that the information obtained was
reliable. This is because the moment that people
know they are being tested they will often make a
special effort, and it cannot be excluded that X-ray
interpreters, who normally work very fast, will give
more care and attention to the examination of test
films than they give to the examination of routine
films. It would therefore seem that the problem of
completeness of film examination cannot be ade-
quately studied during a test; if information about
this aspect is wanted, it must be collected during the
daily routine work. The same objection does not
apply to the testing of a person's ability to determine
whether or not there is an opacity in a certain area
of a film, because this ability cannot be improved at
will on the spur of the moment.

It should also be noted that although the test in_
some ways simulates the conditions of routine X-ray
examination, it is not known how well the problems
posed in the test correspond to those occurring in
practice. It does appear that phantoms can be made
in such a way that the opacities produced by them
closely resemble those produced by lung infiltrates,
but it is hardly possible to ensure that the intensities
of the phantom opacities correspond to those
occurring in nature. It is therefore evident that
observations made during a test cannot give an
absolute measure of an X-ray interpreter's efficiency;
test data are intended for-and should be used for-
comparative purposes only.

Practical details
The author has prepared a series of test films based

on the above principles and used these films for
some preliminary test trials; the methods applied are
described here in some detail in the hope that this
will be of use to interested readers.

In order to divide the test films into small fields, a
special co-ordinate frame was used. This was
designed by Dr H. Nielsen, Central Chest Clinic,

FIG. I
70-MM PHOTOFLUOROGRAM OF THE CO-ORDINATE

FRAME, SHOWING THE 32 SMALL FIELDS USED
FOR TESTING (WITHIN HEAVY WHITE LINES)

AND OPACITIES PRODUCED BY THE FOUR PHANTOMS
IN FIELDS K3, K4, K5 AND K6

Copenhagen, as a means of identifying the location
of natural and artificial opacities. The frame consists
of two plates of plexiglass between which thin metal
wires are strung horizontally and vertically at inter-
vals of 2.5-3 cm. Lead letters are placed in the
intervals between the vertical wires to identify
columns and lead figures are placed between the
horizontal wires to identify rows. It is thus possible
to identify any of the small rectangular fields created
by the grid by means of a letter and a figure. The
frame may be attached to the X-ray machine in
front of the fluorescent screen by means of metal
hangers. A photofluorogram of the co-ordinate
frame is reproduced in Fig. 1. The grid in the frame
divides the film into 120 small fields, but only 32 of
them were used for - testing, these being located
within the heavy white lines in Fig. 1. These fields
were chosen because they are usually covered by the
chest of even small persons and they are outside the
shadows of the spinal column and the heart.
The phantoms were prepared from household

aluminium foil. Four different phantoms were made
by cutting pieces of 60, 120, 180 and 240 cm2 and
crumpling each piece into a round, flat body with a:
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diameter of about 2 cm; the phantoms were made to
contain less material along the periphery than in the
centre, so that the opacities produced did not have
too sharp contours. The phantoms were attached to
the co-ordinate frame by means of adhesive tape;
as already mentioned they were always placed
within the limits of a small field. The opacities of
the four phantoms are seen in Fig. 1 in fields K 3,
K 4, K 5 and K 6.
The purpose of using different phantoms was to

have opacities of different intensities, ranging from
a very strong opacity, which would be easily detected
by most interpreters, down to a very weak one,
which would be perceived only by the most efficient
interpreters. This device may be expected to result
in a greater scatter of the test results and thus lead
to a better differentiation between interpreters.
Before the test films were taken a list was prepared

showing for each person to be X-rayed the film
identity number and the location of phantoms. The
present series contained 32 test films and since each
of the four phantoms was used 16 times, there were
on the average two phantoms on a film. However,
the distribution of the phantoms among the films
was decided by means of random numbers, and,
actually, there were films with 1, 2, 3 or 4 phantoms
and 5 films with no phantom at all.
The individuals photographed on the test films

were persons who happened to attend a tuberculosis
clinic for consultation during certain days, but this
procedure is not recommended. As mentioned
previously, tuberculin-negative persons should be
used for this purpose, so as to minimize the risk of
having natural opacities in the small fields used for
testing.

After the test films had been developed, they were
placed in a random order and that order was
maintained in all test interpretations; in the case of
photofluorograms this is conveniently done by
assembling the films with transparent tape to form
a film strip.

In addition to the 64 fields containing a phantom
opacity, 64 fields in which no phantom was located
were examined in the test, the " empty " fields were
also distributed among the 32 films by randomization.
One record form was used for each interpreter

tested. In this form, the film identity numbers were
listed one below the other in the order of examina-
tion. Opposite the film identity numbers were
printed the co-ordinates of the small fields to be
examined (in random order), and after each set of
co-ordinates there was a space for recording the

interpreter's observations: + for opacity present,
- for opacity absent.
Before a person was tested he was given the

following briefing by a secretary: He was shown an
X-ray film of the four phantoms and the co-ordinate
frame and he was asked to look for and record only
opacities resembling those shown in the film. He
was told that he should not examine the whole of the
test films, but only certain small fields pointed out
to him by calling out the appropriate letter and
number; he was asked to point with a small stick
at each small field so that the secretary could check
that he was looking at the correct field. He was also
told that phantoms had been placed in some of the
small fields when the films were taken and in those
instances they were always located within the limits
of the small field. Finally he was told that he would
be required to give a definite opinion (yes or no) as
to whether or not there was a phantom opacity in
each small field examined.
The test examination should proceed in a quiet

and unhurried way. In order to exclude the possi-
bility that the secretary voluntarily or involuntarily
gives away the correct answers, he should not have
participated in the preparation of the test films.

ANALYSIS OF TEST DATA

Evaluation of diagnostic efficiency
During the test procedure described above the

person being tested will decide whether or not there
is an opacity in each of the small X-ray fields pointed
out to him, and we shall now proceed to discuss how
the data collected could be used for characterizing
the diagnostic efficiency of the person. Preferably
the data should be reduced to a single figure-a
score-because only if this can be done will it be
possible to establish a definite ranking of different
persons according to diagnostic efficiency.
The problem thus posed is not unique for chest

X-ray film examination-the same problem may be
raised for any diagnostic procedure-and the dis-
cussion will therefore be held in general terms. The
use of general terms will help to make the style less
long-winded, because these terms are much shorter
than the specific ones. The general terms are defined
as follows:

Specific term
Small field on X-ray film which

contains phantom opacity
Small field on X-ray film which

does not contain phantom
opacity

General term

Case

Non-case
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Specific term

Small field on X-ray film ex-
amined in the test

Total of small fields on X-ray
films examined in the test

Person deciding whether opacity
is present or absent

Decision that opacity is present
Decision that opacity is absent
Decision that opacity is present

in a small field on X-ray film
that does not contain phantom
opacity

Decision that opacity is absent in
a small field on X-ray film that
does contain phantom opacity

General term

Test unit

Test population
Diagnostician or

interpreter
Positive finding
Negative finding

Overdiagnosis

Underdiagnosis

The diagnoses made during a test will presumably
consist of both positive and negative findings and
both types of finding may occur among the cases as
well as among the non-cases. The test data may
therefore be summarized by counting the number of
test units in each of four different categories, as
outlined below:

Case Non-case

Positive finding a c

Negative finding b d

With the above notation, a positive findings were
recorded among the a + b cases in the test population
and d negative findings were recorded among the
c + d non-cases. The problem posed here is to find
a score S that will depend on a, b, c and d and that
will characterize the correctness or efficiency of the
interpretations. Many different score functions are
possible, but before discussing specific possibilities
we shall consider certain simple requirements of a
good score.
Anybody would probably agree that the quality

of the diagnoses is high when the proportion of

underdiagnosis, pu (= + b) and the proportion

of overdiagnosis, po = c+)' are both small. A

complete discrimination between cases and non-cases
is reached when pu and po are both zero, and in this
situation the score should attain its maximum value,
S = 1 or 100%. On the other hand, the diagnostic
ability is poor when the proportion of positive
findings among the cases (1 -pu) is only slightly

greater than the proportion of positive findings
among the non-cases (pO). If, in fact, 1 -pu = pa
the diagnostician should have no credit at all for his
efforts because this type of diagnosis might as well
be done by a monkey or a random machine; in such
a situation we should therefore have S = 0.
Among the many possible score functions we shall

first consider one that is derived by taking the
number of correct diagnoses as a proportion of all
diagnoses made. This means that the score is

ST= a + d
a + b + c + d

It may, however, be shown that this score does not
fulfil the second requirement mentioned above. Even
when 1 -pu =po, SI is always positive and it cannot
be made zero by subtracting a constant, because if
such an adjustment were made for a certain popula-
tion, the score would be different from zero in other
populations with different proportions of cases. We
shall therefore reject SI as a poor score.
A simple score that does fulfil both requirements

mentioned above is obtained by subtracting the sum
of the proportions of underdiagnosis and over-
diagnosis from I (the maximum score), namely:

I ad-bc
5= I->Pu+Jr Po =(a + b) (c + d)

According to this formula the score for an inter-
preter with, for example, 20% underdiagnosis and
2% overdiagnosis is 0.78 or 78%.
With this score function the two types of error are

put on an equal footing in the sense that if the
percentage of overdiagnosis increases by a given
number of points and the percentage of under-
diagnosis decreases by the same number of points,
the score remains the same. This property of SII is
illustrated in Fig. 2, which shows examples of
combinations of percentages of over- and under-
diagnosis with the same score. These curves of equal
score are straight lines parallel to each other, and
the slope of the lines is such that, for example, an
interpreter with 30% underdiagnosis and no over-
diagnosis is given the same score as an interpreter
with no underdiagnosis and 30% overdiagnosis.

This might not seem acceptable from a medical
point of view. It might well be argued that under-
diagnosis is much more serious than overdiagnosis
and should therefore be given a relatively greater
weight in the score. We might follow this line of
argument by using a score SIII that is determined
by the equation:

Po A\/ I Smu=I - Pu -sm
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The curves of equal score would then be as shown
by the examples in Fig. 3. These curves are also
straight lines, but they are not parallel; their slopes
become steeper, the higher the score. A score as

high as, for example, 96% is given both to the
interpreter with no overdiagnosis and 4% under-
diagnosis and to the interpreter with 20% over-

diagnosis and no underdiagnosis. It could thus be
said that we have given underdiagnosis five times
more weight than overdiagnosis at this score level.
But this leads to a new difficulty: Why a weight of
five? It is certainly possible to construct other scores,

where the weight at this level is only twice or as

much as ten times greater, but it is hardly possible
to reach a general agreement about the " best " of
these scores.

In order to overcome this deadlock, we must
reconsider our problem. For this purpose it is more
fruitful to view the problem primarily as one of
determining curves of equal score and to leave aside
for a moment the problem of assigning specific score

values to different test results. Viewed from this
angle, it seems natural that curves of equal score

should represent ways of interpretation that are
equally difficult. If, in fact, it could be demonstrated
that there are seveml ways of interpretation, i.e.,
several combinations of proportions of over- and
under-diagnosis, that require the same ability to
discriminate between cases and non-cases, it would

seem quite reasonable that these several ways of
interpretation should be given the same score of
diagnostic efficiency.
Through this approach the problem has become

detached from the troublesome question of weights,
and even more important, it is no longer a matter of
pure speculation, but may now be tackled by the
means of observation. We could thus ask a number
of interpreters to examine the test population several
times, each time giving their interpretations with a

different attitude. During the first examination each
interpreter should make the diagnoses in his usual
way. In a second, independent examination the
interpreter should be asked to adopt a bolder
attitude-i.e., he should more often record a positive
finding when in doubt. In a third examination he
should try to adopt a more conservative attitude
than usual. This method will provide us with data
concerning the relationship between the frequencies
of underdiagnosis and overdiagnosis for a constant
diagnostic ability, because it can be assumed that
the interpreter's ability to discriminate between cases

and non-cases would be the same in all three exami-
nations. By carrying out such investigations with a

large number of interpreters we should eventually
be able to determine the curves of equal score at
different levels. Because of the new meaning of these
curves we shall prefer to call them hereafter curves
of equal diagnostic efficiency.

wHo 51102
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When these curves have been determined there
would remain the problem of assigning a score value
to each curve. This might be done in several ways.
If the curves could be represented by a mathematical
formula containing po, pu and a single constant (as,
for example, the curves in Fig. 2 and 3), this constant
might serve for characterizing each curve. Alterna-
tively, the curves might be characterized by the
amount of overdiagnosis at the point where there is
no underdiagnosis or by the sum of the frequencies
of under- and over-diagnosis at the point where this
sum is at a minimum.
Once this reference system has been established, it

would be possible to evaluate a diagnostician's
efficiency on the basis of a single examination and
interpretation of the test population-namely, by
computing the proportions of his under- and over-
diagnosis, finding the curve containing these propor-
tions and allocating to him the score value belonging
to that curve.

Underlying concepts ofdiagnostic efficiency

As the evaluation system outlined above is some-
what involved, it might be useful to give here a
broader account of the underlying concepts of
diagnostic efficiency. These are, in general terms,
that diagnostic efficiency is characterized by the
extent to which cases and non-cases appear as two-
distinct classes in the diagnostician's mind. In order
to put this into more concrete terms we shall assume
that the diagnostician, instead of using the simple
classification into positive findings and negative
findings, would apply a more detailed scale for his
observations, a scale reflecting the degree of confi-
dence in his interpretations. A scale of this type
might include the categories listed below. (We have
still applied the general terminology applicable to
all diagnostic procedures, but for clarity the specific
terminology of chest X-ray film interpretation is
given in parentheses.)

Category 1: Interpreter is absolutely certain of nega-
tivity (that opacity is absent).

Category 2: Interpreter is almost certain of negativity
(that opacity is absent).

Category 3: Interpreter is fairly certain of negativity
(that opacity is absent).

Category 4: Interpreter is in considerable doubt, but
considers negativity more likely than positivity (absence
of opacity more likely than presence of opacity).

Category 5: Interpreter considers negativity and positi-
vity equally likely (absence of opacity and presence of
opacity equally likely).

Category 6: Interpreter is in considerable doubt, but
considers positivity more likely than negativity (presence
of opacity more likely than absence of opacity).

Category 7: Interpreter is fairly certain of positivity
(that opacity is present).

Category 8: Interpreter is almost certain of positivity
(that opacity is present).

Category 9: Interpreter is absolutely certain of positi-
vity (that opacity is present).

As a high likelihood of negativity implies a low
likelihood of positivity, it might be said that the
above scale depicts an increasing likelihood of
positivity, from category 1, where this likelihood is
nil, up to category 9, where the likelihood has
become absolute certainty.

If a diagnostician applied the above scale for
classifying his observations among a test population,
the evaluator could afterwards tabulate the number
of test units classified in each category among the
cases and among the non-cases. By computing the
percentages of test units classified in each category
among the cases and the similar percentages among
the non-cases, he would obtain two percentage dis-
tributions of test units according to likelihood of
positivity-one distribution for cases and one for
non-cases. The statement about diagnostic efficiency
given above may now be elaborated as follows: It is
the extent of separation-or the extent of over-
lapping-between the above two distributions that
characterizes the interpreter's diagnostic efficiency.

In order to illustrate this point of view we have
given in Fig. 4 hypothetical examples of pairs of
distributions, which we shall assume to originate
from the classifications of four diagnosticians who
examined the same test population. Diagnostician A
has classified the majority of the non-cases in the
category indicating that the likelihood of positivity
is nil-which is the same as certainty of negativity.
He has classified smaller and decreasing proportions
of the non-cases in the next higher categories and a
small percentage has been classified in one or other
of the categories indicating a greater likelihood of
positivity than of negativity. At the same time he has
classified the majority of the cases in the categories
indicating certainty or a very great likelihood of
positivity, but a small percentage has been placed in
the lower categories, indicating a greater likelihood
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of negativity. The major parts of the two distribu-
tions are thus located at opposite ends of the scale,
but the two distributions are not completely sepa-

rated from each other; in fact, the categories 3-7 have
been used by A for classification of both cases and
non-cases.

The distributions obtained from B's classifications
are less concentrated at the ends of the scale and
thus present a higher degree of overlapping than
those of A. B has used all 9 categories for classifica-
tion of both cases and non-cases-i.e., no category is
a pure group of cases or non-cases. B has also
classified relatively large proportions of cases and
non-cases in the doubtful category 5; in other words
his grasp of positivity and negativity is more vague

than A's. Generally speaking B must be considered
a less efficient diagnostician than A.
The distributions of C also show a higher degree

of overlapping than those of A. C has not applied

the doubtful category 5 very often, i.e., he is confident
in his judgements, but he has classified a certain
proportion (14%) of the non-cases in categories 8
and 9, which were used for cases only by A, and he
has also classified 9% of the cases in categories I
and 2, which were used exclusively for non-cases

by A. There is therefore little doubt that C is less
efficient as a diagnostician than A; the problem of
how C's efficiency compares with that of B is not
immediately obvious from the distributions, but we

shall come back to that question later.
The distributions ofD show no overlapping at all.

D has succeeded in classifying all the cases in the
categories indicating a great likelihood of positivity
and all the non-cases in the categories indicating a

small likelihood of positivity. By means of D's
classifications it would be possible to effect a

complete separation of cases and non-cases; he is
in other words the ideal diagnostician.
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It is hoped that the above examples have illus-
trated the idea that diagnostic efficiency is charac-
terized by the extent of overlapping between the
distribution among cases and that among non-cases;
and that the efficiency is high when the two distri-
butions are well separated and decreases in propor-
tion to the degree of overlapping. An entirely dif-
ferent question is how a diagnostician applies his
diagnostic ability in practice-i.e., which of the
above 9 categories he normally classifies as "posi-
tive " and which he classifies as " negative "-and
this would seem to depend on the conditioning
of the diagnostician; in the case of an interpreter of
chest X-ray films it probably depends on his ethics,
on the workload in his treatment section, on the
prevalence of tuberculosis and other lung diseases in
the area, etc. It is quite con-eivable that two
diagnosticians with the same diagnostic efficiency
(in the sense used above) apply different criteria for
a positive finding, one recording a positive finding
on a very slight likelihood of positivity and the other
only if the likelihood of positivity has reached a high
level.
On the basis of pairs of distributions such as those

shown in Fig. 4 it is easy to calculate the percentages
of overdiagnosis and underdiagnosis for any limit
between positive findings and negative findings. If,
for example, the lower limit for a positive finding is
category 4, the percentage of overdiagnosis is simply
the sum of the percentages for categories 4-9 in thei
distribution among non-cases, and the percentage of
underdiagnosis is th- sum of the percentages for
categories 1-3 in the distributio.-i among the cases.
If the percentages of overdiagnosis and under-
diagnosis are calculated for different limits between
positive and negative findings from the distributions
given in Fig. 4 and these pairs of percentages are
plotted in a co-ordinate system, the curves shown
in Fig. 5 are obtained. As each of these curves is
derived from one pair of distributions and thus
depicts one particular degree of overlapping between
the two distributions, each curve will characterize a
certain diagnostic efficiency. These curves are, in
other words, the curves of equal diagnostic efficiency
corresponding to the distributions in Fig. 4.
The curve for diagnostician D coincides with the

two co-ordinate axes; no matter what limit D
applies for a positive finding, either the percentage of
overdiagnosis or the percentage of underdiagnosis
will be zero, and if he applies category 5 or 6 as the
lower limit of a pcsitive finding, both these percent-
ages are zero. The curve for diagnostician A is close

FIG. 5
CURVES OF EQUAL DIAGNOSTIC EFFICIENCY

CORRESPONDING TO THE PAIRS OF DISTRIBUTIONS
FOR THE FOUR DIAGNOSTICIANS SHOWN IN FIG. 4
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to the two axes-in fact, a large part of it coincides
with these axes-which indicates that A is a relatively
good diagnostician. The curve for B and C is still
further removed from the co-ordinate axes, indicating
that they are poorer diagnosticians than A. The fact
that the data for B and C form part of one and the
same curve implies that their diagnostic efficiency
is the same, although their distributions shown in
Fig. 4 are rather different.
The curves given in Fig. 5 are of course entirely

hypothetical because they are based on the hypo-
thetical distributions in Fig. 4, but it is hoped that
this demonstration of the relationship between the
distributions according to likelihood of positivity
among cases and non-cases and the curves of equal
diagnostic efficiency has given the reader a better
understanding of the evaluation system suggested
here. In the light of the last account given, the
principle of this evaluation system may be summed
up as follows: We propose to evaluate an interpreter's
diagnostic efficiency (the extent of overlapping be-
tween the distributions among cases and non-cases),
but we shall abstain from a judgement of his criterion
for a positive finding, because this appears to be
beyond an objective evaluation. The evaluation
system is therefore designed in such a way that
interpreters with the same diagnostic efficiency, but
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different criteria of positive findings, are given the
same score.

COMPARISON OF THE EFFICIENCY OF DIFFERENT

FILM MATERIALS

The interpreter of chest X-ray films normally has
a considerable influence on the appearance of the
films he works on. He may, for example, ask to have
films of a certain size, photofluorograms of 35 mm,
70 mm or 100 mm or full-size films. He will usually
insist that the films are very sharp, but he may also
ask his X-ray technician to prepare films that have
a certain amount of contrast and a certain degree of
blackening. When an interpreter has a preference
for a certain film appearance it is normally because
he feels that this appearance is better suited for
interpretation than others. But different interpreters
do not have the same preferences: some want films
with more contrast than others, some want darker
films than others, some prefer small films, others
large films.

By means of the test procedure described above, it
would seem possible to study objectively the effects
of varying the above-mentioned factors (film size,
sharpness, contrast, blackening). In order to study,
for example, the efficiency of low-contrast technique
versus high-contrast technique, two series of test
films should be made, one series with low contrast
and the other with high contrast. The difference in
contrast should be produced by using different film
makes and/or different techniques for development
of films, and not by varying the kV, because one
cannot be sure that the phantoms will react to
changes in kV in the same way as lung infiltrates.
Apart from the differences in contrast the two series
should be as similar as possible; this similarity might
be accomplished by preparing two films from each
person photographed, one for each series, and by
placing the person and the phantoms in the same
position on the two films. The test films should be
examined by a number of interpreters, each inter-
preter examining the two series on two different
occasions. In order to prevent an interpreter from
remembering his observations in the first series
examined, different film identity numbers might be

RItS

Au cours d'un examen radiographique de masse, la
distinction entre films normaux et anormaux est la pre-
mi6re phase du diagnostic. Elle s'accompagne toujours

used for the two series, and the films and the small
fields might be presented in a different order at the
two sessions.

If a reference system for scoring has been estab-
lished for one technique, this system could be used
for alocating scores to the results from both series,
and it would thus be possible to determine whether
there is a significant difference between the scores
obtained in the two film series.
By means of investigations of this kind it should be

possible to identify the film appearance that permits
a majority of interpreters to make the most efficient
interpretation.
A similar method might be applied to the evalua-

tion of a procedure that was used in several WHO-
assisted projects some years ago. This procedure,
which was suggested by Dr H. Nielsen, consists in
taking two photofluorograms of the person being
examined, raising the camera and the X-ray tube
about 4 cm between the two exposures. By giving
the interpreter an opportunity to examine a doubtful
spot in a new setting, there would seem to be a
possibility of reducing the frequency of overdiagnosis
and/or underdiagnosis. At that time it was not
possible to make an objective evaluation of the
procedure, and owing to lack of evidence it was
eventually given up. However, by preparing two
series of test films, one series with single films and
one series with double films, and by having both
series examined by a number of interpreters, it should
be possible to establish whether or not this relatively
simple and relatively cheap procedure leads to a
significant increase in diagnostic efficiency.

It should be emphasized that the results of
investigating the relative merits of different film
materials will only refer to the possibility of de-
termining whether or not there is an opacity in a
specified field of the film-in other words, the results
will refer to the possibilities offered by different
types of film material. One type of material may be
found more efficient than others in the above test, but
it will only be the most efficient in practice if it is in-
spected as completely as other types of material. The
problem of how well the possibilities offered by differ-
ent film materials are actually exploited will have to be
studied by other methods than those described above.

UMt

de quelques erreurs inevitables mais qui pourront etre
reduites A un minimum A condition de selectionner les
lecteurs et de choisir les films qui permettent d'evaluer le
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plus efficacement une opacite sur une image de poumons.
L'auteur propose un test d'efficacite diagnostique pour
realiser cette double selection. Des radiographies de pou-
mons normaux sont prises en meme temps que l'image
d'une grille delimitant des champs de petite dimension et
celles de caches en aluminium produisant des opacites
semblables a celles des infiltrats pulmonaires. Des chiffres
et des lettres sur les c6t6s de la grille permettent de
reperer la position de ces opacites. Celles-ci sont distri-
buees au hasard sur des films qui sont 6galement ranges
au hasard avant d'etre examines par le lecteur dont on

desire eprouver la capacit6 d'interpretation. L'examina-
teur connait les images et peut juger des diagnostics
exacts et des interpretations faussement positives et
faussement negatives. L'auteur indique en detail comment
preparer les films, comment noter les resultats et discute
une formule permettant de les r6duire aiun chiffre simple
qui est le coefficient d'efficacit6.

La meme methode, avec quelques modifications, peut
etre appliquee a la comparaison de la qualit6 de plusieurs
types de films pour radiographies.
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